
VU Research Portal

Economic Policies and Mobility Behaviour

Brands, Devi Karuna

2021

document version
Publisher's PDF, also known as Version of record

Link to publication in VU Research Portal

citation for published version (APA)
Brands, D. K. (2021). Economic Policies and Mobility Behaviour. [PhD-Thesis - Research and graduation
internal, Vrije Universiteit Amsterdam].

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal ?

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

E-mail address:
vuresearchportal.ub@vu.nl

Download date: 23. May. 2023

https://research.vu.nl/en/publications/9ab83850-5989-4e72-af45-a0cf824c5a4a


Devi Brands

Vrije Universiteit Amsterdam

Econom
ic Policies and M

obility Behaviour                  D
evi Brands

788

Economic Policies and
Mobility Behaviour

This thesis discusses three experiments on tradable mobility permits, 
and a natural experiment on smartphone distractions and road safety. 
Chapter 1 introduces the topics of the thesis and provides a general 
overview. Chapter 2 presents a market design for tradable mobility 
permits and tests it empirically in a lab-in-the-field setting. Chapter 3 
presents a first real-life test of tradable permits to manage actual 
scheduling decisions during morning rush-hour, specifically the sche-
duling decision of students having breakfast at the campus canteen. 
The results show that the tradable permit scheme significantly redu-
ces rush-hour breakfasts by approximately 20%.  Chapter 4 provides 
the first evidence of tradable mobility permits in the context of real 
mobility behaviour, using data from an 8-week experiment with tra-
dable parking permits. The results provide suggestive evidence that 
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investigates to what extent smartphones play a role in the number of 
road accidents. The results indicate that smartphone distraction can 
explain 10% of accidents. 
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Preface

On one of many international hitch-hiking trips, a Dutch gentleman in his seventies
gave me a ride. He was heading home from a holiday in Switzerland and picked me
up at the Swiss-German border. He still enjoyed learning about new subjects, and
brought a collection of university lectures on CD, which we listened to on our way to
the Netherlands. We had plenty of time to discuss life and a diverse range of topics,
including my studies. I remember him telling me “young man, a university education
is not finished until you have obtained your doctorate”. I was still a first year bachelor
student back then, and, as I don’t recall knowing anyone who had actually gone to
university growing up, I did not agree with him and thought that obtaining a masters
degree would be more than enough to conclude my education.

A couple of years later, after obtaining my second masters degree, I realised that I had
changed my mind. I agreed that my education was not complete yet. Now, about a
decade after that ride, I can look back and contentedly say that I have completed my
university education.

The process of doing a PhD has not always been easy for me and I am very grateful
to many for the support I’ve had along the way. As supervisors of my master thesis,
Cees, Henri and Jacob gave me a first taste of what it is like to do scientific research.
Chris encouraged me to apply for a PhD-position at the spatial economics depart-
ment. I started the PhD together with Mathias, who, very importantly, introduced
me to quality coffee. Hand grinding the coffee beans became a PhD-room tradition
that lasted until well after Mathias had left. It was great to do the TI-courses with
Yann, Brian and Francis. I enjoyed our many discussions on a wide range of eco-
nomic topics, and the runs in the evenings or on the weekends. Project meetings
were more fun thanks to the presence of Nadja, Boudewijn and Lizet.

The working atmosphere at the Spatial Economics department was great throughout
my PhD. Elfie, Jenny and Erik played an important part in that. You could very
often hear loud laughter at the 9th floor, which was usually when Erik had a meeting.
Thomas was always up for a chat about the upcoming cycling race, while I could
count on Gerben for a philosophical discussion on the foundations of science over a
coffee. Zhaoxin was a great addition to the PhD-room and the office vibe. In search
for more collaboration, Francis, Joris and I decided to write a paper together, which
has been a real joy.

I’m very thankful to Erik and Paul for their supervision. I’m sure I would not have
finished my PhD without their positive attitudes and constructive feedback. I could
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always drop by their offices if I was struggling with something. Jasper was a good
addition to the supervision team, with his critical perspective. Miranda has provided
an outside perspective and mental support when I needed it most.

To clear my head, I could count on Sander and Dick to take our bikes for a spin. The
many vrijmibo’s and dinners with Wiebe, Riet, Max, Bram, Joris, Jiska and Iris were
always something to look forward to.

Last but not least, Iris (and Ada for the last bit) thank you for being at my side!

Devi K. Brands
Amsterdam

25-10-2021
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1
Introduction

Transportation by car contributes to the lives of many, by providing convenient and
comfortable possibilities for travel. Well designed and well constructed infrastruc-
ture, together with car ownership, ensure that people can utilize their car to get where
they want to go in an affordable manner. However, driving also has unintended ad-
verse consequences. It results in noise pollution, local air pollution, it contributes to
climate change, imposes a safety risk on other road users, and trips affect the dura-
tion of the trips of other road users by causing congestion. These consequences are
side effects of the decision to travel by car, and they are generally not (fully) taken
into consideration in the decision process, even though many drivers may be aware
of these consequences. Such unintended consequences are known in economics as
externalities. Following Mishan (1971), externalities can formally be defined as:

the unintended impact of consumption or production activities of one
agent on the utility or profit of another agent.1

If the unintended impact is negative from a social welfare perspective, the existence
of such externalities generally results in too much consumption or production. The
impact can however also be positive, in which case it results in too little consumption
or production. This is why many laws and policy measures are designed to influence
behaviour of citizens in a direction that reduces these externalities.

Various government policies deliberately aim at reducing (some of) these externali-
ties. This can for example be through regulations on exhaust-fumes, tailoring the de-

1Consumption activities here also encompass activities such as making use of the existing infrastruc-
ture by driving.
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Chapter 1. Introduction

sign of road infrastructure towards safety, or prohibiting drunk driving. Sometimes
some government policies, such as spatial planning, unintentionally affect road be-
haviour and may amplify a transport externality. This thesis focusses on a specific
economic policy measure, a tradable mobility permit system, that intentionally af-
fects mobility behaviour to reduce congestion by incentivizing participants to adjust
their travel behaviour; and also addresses an economic policy measure, the EU wide
roaming regulations introduced in 2017, that unintentionally affects road safety. The
former is aimed directly at reducing one of the negative externalities of driving, while
regulation of phone use fees indirectly affects externality causing mobility behaviour.
Chapters 2, 3, and 4 present evidence from three different experiments with tradable
mobility permits, while Chapter 5 investigates the effect of an EU wide reduction in
roaming fees on the number of vehicles involved in accidents.

Chapter 2 presents and empirically tests a complete design of a market for tradable
permits, both in terms of the conceptual set-up of the market as well as its techni-
cal implementation. In the proposed market design, participants trade their mobility
permits with a bank that sets the price in response to scarcity conditions. A simple
algorithm for price adjustment is introduced, aimed at moving the market towards
the desired level of permit use. A set of additional rules is included to let the market
perform as intended. The market design is evaluated against a number of criteria, in-
cluding: transparency and containment of transaction costs, stability of permit prices
in relation to the dynamic equilibrium on the permit market, and the prevention of
undesirable speculation and fraud. The empirical functioning of this market was
tested with a lab-in-the-field experiment with 97 participants, with virtual parking
behaviour and real financial incentives. The results of the empirical implementation
suggest that the design functions as intended. Furthermore, participants show a high
degree of rationality in terms of the use of the parking permits, meaning that their
choices on when to use a parking permit generally maximize their individual budget.
The trading data also indicate some rationality in terms of trading, with participants
for example postponing to sell when the price is increasing. Survey responses among
participants support the notion that most participants indeed understood when to
use the permits, and that only a few participants did not know when it was best to
buy or sell a permit.

Chapter 3 presents a first real-life test of tradable permits to manage actual scheduling
decisions during morning rush-hour, specifically the scheduling decision of students
having breakfast at the campus canteen, at Beijing Jiaotong University in China. The
market design proposed in Chapter 2 was used for this field application. A two-week
field experiment was conducted among 91 first-year students who live on campus.
Either the first or the second week functioned as a control week for each of the stu-
dents, in which having breakfast during rush hour did not cost a permit. During the
other week of the experiment, having breakfast during the morning rush-hour cost

2



one tradable permit, while it did not cost a permit before or after rush-hour. The
chapter investigates the effectiveness of the tradable permit scheme in terms of re-
ducing rush-hour breakfasts. The results of the nested logit models show that the
tradable permit scheme significantly reduces rush-hour breakfasts, achieving a re-
duction of approximately 20%. This demonstrates that the proposed market design
from Chapter 2 also functions as intended in settings in which the permits apply to
real behaviour.

Chapter 4 provides the first evidence of tradable mobility permits in the context of
real mobility behaviour. An 8-week experiment with tradable mobility permits was
conducted at the end of 2019 and beginning of 2020, before Covid-19. The specific
application of the tradable permit system was to parking behaviour at the parking
facilities of the headquarters of ANWB, the main travellers association in the Nether-
lands, and a large employer. The market design introduced in Chapter 2 was used
for this experiment as well. A total of 65 ANWB employees participated in the ex-
periment and were divided into two groups, who alternated between having to use
permits (trading periods) and not having to use permits to park (control periods). Ac-
tual parking behaviour was combined with trading behaviour, and survey responses
of participants and non-participating employees of the same company. Data on park-
ing movements of participants in three weeks before, eight weeks during, and three
weeks after the experiment allow for an analysis of the response to the incentive. The
chapter furthermore analyses the choice to participate in a voluntary experiment, and
does not find any evidence of self selection in terms of socio demographic character-
istics. The results provide suggestive evidence that active participants do adjust their
behaviour as intended. Furthermore, participation takes less time and effort than
most people anticipate, and permits are viewed by most as a fairer and better func-
tioning alternative to paid parking.

While Chapters 2, 3, and 4 use small scale experiments to investigate an innovative
policy, Chapter 5 takes a different approach. It investigates what happens to road
safety on the aggregate network level if a policy measure enforces a discrete shock
in the financial costs of phone use. The chapter focusses on the effect of smartphone
distractions on road safety. It specifically examines the influence of a change in smart-
phone usage fees on traffic accidents in the Netherlands, by exploiting the reduction
in usage fees resulting from the European Union (EU) roaming regulations in 2017,
which abolished all roaming surcharges for EU residents. The introduction of this
policy ensures that a difference-in-differences model can be estimated, where non-
Dutch drivers from the EU are treated, while Dutch drivers serve as control group.
The growth rate of mobile calls, texts, and particularly data usage increased sub-
stantially after the change in roaming regulations, making roaming phone use more
in line with usage in home countries. Although actual phone use data of drivers
were not available, the observed increase in roaming is likely to (partly) carry over to
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Chapter 1. Introduction

phone use while driving. Results from the estimated difference-in-differences models
suggest that approximately 10% of accidents can be explained by smartphone usage.
Under plausible assumptions, the preferred estimate implies a crash risk odds ratio of
3.8, which means that being distracted by your smartphone increases the likelihood
of being involved in an accident almost fourfold. The results further indicate that
phone distraction increases accidents of all severity levels by the same magnitude.
Finally, the increase in accidents mainly happens on local urban roads, suggesting
that smartphone distractions especially impose a risk there.

The final chapter, Chapter 6, concludes and provides a discussion of the relevant
insights for policy makers and future research.

4



2
Tradable permits to manage urban

mobility: market design and
experimental implementation

2.1 Introduction
Congestion levels have grown substantially over the past years in many locations,
owing to the economic upsurge and the ongoing clustering of human activities (see
e.g. Jorritsma et al. (2020)). However, often the traditional Pigouvian economic re-
sponse to congestion – road pricing – appears politically and socially infeasible. This
may help explain why a potential alternative to road pricing, namely tradable permit
schemes for road transport, has received growing attention in the recent academic
literature (e.g. Yang and Wang, 2011; Nie and Yin, 2013; Xiao et al., 2013; Akamatsu
and Wada, 2017; de Palma et al., 2018). The idea to use tradable permits for the reg-
ulation of externalities is not new. Already in the 1960s, Crocker (1966) and Dales
(1968) proposed systems of transferable discharge permits to regulate atmospheric
pollution and water pollution respectively. The idea to also use tradable permits for

This chapter is based on Brands et al. (2020). The authors would like to thank anonymous referees
for their useful comments and suggestions. They further want to thank the audiences of the 2018
ITEA conference in Hong Kong and of the spatial economics seminar at the VU Amsterdam for
useful comments.
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Chapter 2. A market design for tradable mobility permits

the regulation of road transport externalities has been around for already quite some
time as well (e.g. Verhoef et al., 1997), but has often been regarded as a theoretical pos-
sibility rather than a realistic policy option. An important impediment has been the
transaction costs associated with the trade of permits, especially in situations with
a high number of “atomistic” road users, and the monitoring costs involved in se-
curing compliance. Rapid technological progress has led to substantial decreases in
these costs, through the possibility of internet trading and automated vehicle detec-
tion and monitoring. This may explain the recent upsurge in academic attention for
the measure.

Permit schemes have already been successfully implemented in the past to ensure
internalization of environmental externalities. The first large scale implementation
of tradable permits has been in the USA and successfully reduced emissions of sul-
phur dioxide, SO2, substantially (Schmalensee et al., 1998). Joskow et al. (1998) in-
vestigated the efficient market assumption for this case and found evidence that an
efficient private market for allowances developed over time, further strengthening
the case for using tradable permits as a policy measure. Another well known large
scale application of tradable permits has been the emission trading scheme (ETS) of
the European Union, which creates a market for carbon emissions. Although its effect
on emissions may be less clear cut than in the case of SO2 in the USA, Martin et al.
(2015) show there is reason to believe that it helped in reducing emissions. Concerns
over low permit prices, resulting from a high number of permits initially allocated
remain (Christiansen et al., 2005), despite the fact that the price has recently increased
rapidly (from approximately €8 at the start of 2018 to well over €20 towards the end
of 2018). Despite these implementations in environmental settings, to the best of our
knowledge, no field experiments with tradable permits for transportation have taken
place yet.

Tradable permits nevertheless provide some important advantages over road pricing.
The first advantage is that it does not require a net financial flow from road users to a
governing authority, which is likely to make it a politically more feasible policy mea-
sure than road pricing. Past experiments in the Netherlands have provided evidence
that rewarding avoidance of externality causing behaviour can be an effective alter-
native measure as well (Knockaert et al., 2012), but it may cause other political and
economic issues as this requires raising funds to payout rewards.

The second advantage is that the actual distribution of costs and benefits can be easily
influenced by the initial allocation of permits, making it a policy that could be used
as an easy and natural way of providing a subsidy to specific groups of road users.
Addressing redistributional concerns through the initial grandfathering of permits is
a more direct and more flexible way than what is usually feasible for pricing-and-
recycling schemes, which can further enhance the social and political acceptability.
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The reason behind this is that recycling is often tied to existing taxes, or takes the form
of public expenses or investments, which are difficult to direct to specific groups or
individuals, whereas the initial allocation of tradable permits is not.

Tradable permits do not only provide advantages over road pricing, but may have
some disadvantages as well. A tradable permit system might be more susceptible
to corruption, e.g. through influencing initial permit endowments, and public ac-
ceptance of the policy might be highly dependent on perceived corruption and the
fairness of the initial allocation of permits. Whether or not these disadvantages are
larger than comparable challenges in road pricing schemes (e.g. lobbying on the use
of revenues, perceived fairness of revenue use) remains to be seen, but the possibility
cannot be ruled out. Another possible disadvantage is that operation costs of a permit
scheme are likely to be somewhat higher as, besides vehicle registration technology, it
also requires an (online) platform for trading and keeping track of the number of per-
mits in possession. However, mitigating these disadvantages may in some situations
be more feasible and straightforward than creating public support for road pricing.

Overall, given the discussed advantages and its potential as a policy, the time is right
to design and empirically test tradable permit schemes for managing urban mobility
that can be implemented in the field. This paper contributes to the existing literature
on tradable permits in a transportation setting by doing exactly that. The paper starts
by presenting a complete design of a market for tradable permits, in terms of the con-
ceptual set-up of the market and its technical implementation. The design is evalu-
ated against a number of criteria: transparency and containment of transaction costs,
the stability of permit prices in relation to the equilibrium on the road, the efficiency
of the market and the prevention of undesirable speculation (as opposed to desir-
able speculation) and fraud. We then present evidence of the empirical functioning
of this market using the results of a lab-in-the-field experiment with 97 participants.
We show that the price stayed mostly within the equilibrium range, while the sum
of used and currently owned permits stayed close to the defined policy goal. Par-
ticipants traded virtual parking permits in an experimental game with real financial
incentives and virtual mobility behaviour, using a permit market design according to
the principles outlined in this paper. The choices participants faced were formulated
as parking choices, which makes it more straightforward to control part of the prefer-
ences of participants in a lab setting. This is discussed in more detail in Section 2.3.1,
including further justification. Overall, the results of the lab-in-the-field experiment
are in our view promising and support the notion that tradable permits can be a vi-
able alternative to pricing in a parking setting. Previous work has suggested this on
the basis of modelling work in which efficient trading and efficient working of the
market for tradable permits were pre-supposed. Our study confirms that individu-
als indeed do understand and use a system of tradable mobility permits in the way
intended by the underlying theory. The paper finishes by discussing the understand-
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Chapter 2. A market design for tradable mobility permits

ing and behaviour of participants, and the important insights from the conducted
survey.

2.2 Market Design
Conventional economic theory predicts that mobility permits will eventually be effi-
ciently used by travellers with the highest marginal benefits for their use, if they can
be traded freely. However, the market for tradable mobility permits needs to satisfy
certain conditions in order for it to function in such a desirable fashion, ensuring that
the efficient allocation of permits is reached through trade. This section describes
these conditions, and our proposed market design that seeks to incorporate them.
Existing market designs such as Dutch and English auctions, sealed-bid auctions (see
e.g. Coppinger et al. (1980) for a discussion of these three), and Vickrey auction mar-
kets (Vickrey, 1961), are likely to have higher transaction costs for participants than
our proposed design, when used for mobility permits. Mobility choices are made
frequently by commuters, and tradable mobility permits, when traded for personal
use, will be traded in small quantities. Furthermore, commuters can be expected to
have busy schedules with work and family related obligations. The combination of
frequent trades of small quantities, and busy schedules, makes flexibility in terms of
when permits can be bought and sold important to keep transaction costs low. The
relevant existing types of markets require participants to trade at a specific moment
that may not suit their schedule, which is likely to result in considerably higher trans-
action costs. It furthermore usually takes time for the market to clear and for a permit
to be bought or sold. Existing designs may also cost more mental effort for the aver-
age participant. Deciding on the acceptability of an offered price is likely to be easier
than to determine their asking price that expected to result in the highest return for
the permit they want to sell.

The main reason to come up with a new design is to ensure low transaction costs and
easily accessible price information. We design a market for a simple tradable permit
system pertaining to a finite period, without personal banking of permits between
periods. This implies that permits need to be used or sold during the defined time
frame and cannot be saved for later periods. The idea of the simple system is that
participants would be allocated an initial number of permits that they can use for a
predetermined and clearly communicated time frame (e.g. a day, a week or a month).
A discussion on how to implement the presented design in the field is provided in
Section 2.3.6, including ways to extend and adjust it for specific real world settings.

8



2.2.1 Transaction costs and transparency

For tradable permits to be a desirable policy compared to politically less feasible al-
ternatives, one of the conditions that the system should satisfy is that transaction
costs are low. In a model of tradable permit activity that does include transaction
costs, the initial allocation of permits can be shown to affect the final equilibrium
when marginal transaction costs are nonconstant (Stavins, 1995). An extensive liter-
ature from the field of environmental economics (see e.g. Tietenberg, 1985) suggests
that substantial transaction costs are in practice indeed present and influence the fi-
nal outcomes. Also more recent work, focussing on a transportation setting, shows
that transactions costs can divert the system from the desired equilibrium (Nie, 2012).
Designing the market for tradable permits such that transaction costs are very low in-
creases the likelihood of reaching a more efficient final equilibrium. Having a trans-
parent market with easily accessible price information for all its participants will help
in this respect.

As discussed in the introduction, one of the important advantages of tradable mo-
bility permits is that they provide a possibility for internalization of the externality
without the need for a money flow between road users and the government. An intu-
itive set-up for such a market would be to have consumer to consumer trading, which
would indeed ensure that there is no net money flow between road users and the gov-
ernment. However, one important disadvantage of consumer to consumer trading is
that users themselves have to search for a potential seller or buyer. Consumer to
consumer trading also requires users to negotiate the price with one another, which
also takes time and effort. These two disadvantages likely increase the transaction
costs. As these transaction costs make it less likely that the market leads to an effi-
cient allocation of distributed permits, this paper proposes an alternative approach,
and presents a design of a market that reduces that transaction costs substantially.

Our market design lets users trade with a price setting intermediary, which we will
further refer to as the virtual bank. Designing the system such that users can buy or
sell permits at a known and easily accessible “location" (e.g. in an application on their
smartphone) at a single public price ensures that search costs and negotiation costs
are (close to) zero. Price information is easily accessible and the same for all users,
which makes it a transparent solution. This system does also have its drawbacks.
The main drawback compared to consumer to consumer trading is that it provides
no guarantee for exact budget neutrality for the owner of the virtual bank (e.g. a
local government). Users can be expected to, on aggregate, have a tendency to buy
(additional) permits when prices are relatively low, and to sell permits when prices
are relatively high, which overall can be expected to result in a bank deficit.

9



Chapter 2. A market design for tradable mobility permits

2.2.2 Permit price dynamics

A tradable permit scheme is a market-based policy instrument which ensures that the
desirable level of the activity is efficiently allocated over participants in the market.
In a transportation setting, this desired level of activity for a specified period could
for example be a specific number of trips during the peak(s) in that period, for road
users on a specific route. We refer to this quantity target as Q. A tradable permit
scheme allows the managing authority of the scheme to choose the desired Q, while
subsequently letting the market determine the corresponding price of the permits.2
When letting participants in the scheme trade with the virtual bank, one needs an
algorithm to set this permit price.

Having a quantity goal, while not knowing the corresponding equilibrium price, asks
for a price adjustment algorithm that lets the price fluctuate in such a manner that it
ensures moving towards the goal Q. The advantage of this is that if participants be-
come more flexible in the medium to long term, the equilibrium price will automat-
ically decrease, while still ensuring moving towards the same equilibrium quantity.
A system with a fixed fee, reward or permit price would, without intervention, result
in less permits used than desirable in such a case.

When designing the algorithm, a trade-off has to be made between volatility of the
permit price and the time it takes to reach the equilibrium in which Q permits are
efficiently allocated. More volatility means more risk of overshooting (moving from
a price lower than the equilibrium price to one that is higher or vice versa) in fluctu-
ations around the equilibrium price, while more stability means that the movement
towards the equilibrium price is slower. A side-effect of overshooting is that it pro-
vides more opportunity for participants to buy when the price is relatively low and
sell when it is relatively high, which on aggregate may be expected to affect the de-
gree of budget neutrality by raising the bank deficit.

Many different algorithms can be developed and used to guide permit price changes.
It is natural to let the direction of the price change depend on the instantaneous sign
of the distance from the goal, defined as the difference between the target quantity
Q and the number of permits “in the market" (i.e. the sum of the number of permits
currently owned by participants and the number of permits used so far in that pe-
riod). The size of the price adjustment can be fixed, but it is also possible to have it for
example depend on that same distance from the goal.

A very simple algorithm that ensures moving towards the policy goal, while keeping
price volatility and the expected bank deficit low is given below. Zt is the number
of permits owned by road users at time t, Ut is the total number of permits that has

2The desired Q can be changed each period if needed

10



been used up until t and δ is the step-size of the price adjustment and is therewith a
parameter that can be set at a desired level.

Pt =






Pt−1 + δ if Zt > Q− Ut

Pt−1 if Zt = Q− Ut

Pt−1 − δ if Zt < Q− Ut

Pt stands for the new price at moment t, after the most recent transaction has been
made, and Pt−1 represents the prevailing price at the time of that transaction. If cur-
rently more permits are in the market than the remaining target at time t, Zt+Ut > Q,
the price increases by δ, making it more attractive for participants to sell some of their
permits. Similarly, if at time t less permits are in the market than desired, the permit
price decreases by δ, to make it more attractive for participants to buy additional
permits.

A final decision concerns the frequency of price adjustments. Naturally, it is desirable
to have this frequency vary with the intensity of trade. The algorithm reflects this,
and lets the price change after each transaction. Letting the price change after each
transaction makes the price pattern dynamically dependent on market activity. It en-
sures that, if many people are active in the market, the price adjusts quicker. Likewise,
the price does not change during long periods of inactivity, which could for example
happen in thin markets during the night time.

2.2.3 Speculation

The main idea of tradable permits from the perspective of the individual or firm is
that the agent can buy or sell permits in order to be better off. This could also mean
that it is beneficial to buy at the current price, while it may be good to sell again at
a later moment. Anticipating price changes, and acting on them by buying or sell-
ing permits to resell or rebuy at a profit later, can be seen as desirable speculation in
the sense that it leads to prices reflecting aggregate valuations and expectations. On
aggregate, the expected effect of this desirable speculation is that the price moves to-
wards the equilibrium price sooner. The reasoning behind this is that when prices are
relatively low (high), more people will expect the price to increase (decrease) in the
near future and will show a tendency to buy (sell), therewith ensuring that the price
starts to move up (down) sooner. Allowing participants in the market to buy and sell
whenever they prefer ensures that this “desirable" type of speculation is enabled.

For the design of the market, it is however also important to limit undesired specu-
lation. Although individuals who speculate (and possibly manipulate the market)

11
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may be interesting from a research perspective, it may hamper the effectiveness of
the tradable permit scheme in reaching its intended goal. Moreover, policy makers
are likely to find the existence of large profits from speculations and manipulation
unattractive from the distributional viewpoint, even if efficiency is not affected.

When having the price change after each transaction, some participants are likely to
become aware of this, and may look to manipulate the price for their own benefit.
An example might be when the system would allow an individual to benefit from
first selling one permit, then buying back two, then selling three, etc.. This, and other
types of undesired speculation and manipulation, can to a large extent be prevented
in the proposed setting by (1) introducing a small transaction fee, (2) letting partici-
pants trade permits by the piece, (3) not changing the price after a transaction if the
participant involved has already traded multiple times that day, and (4) introducing
a maximum to the number of permits participants can own.

The combination of introducing a very small transaction fee and letting participants
trade permits by the piece limits the possibilities of benefiting from price manipula-
tion, and makes it unattractive to attempt to do so. Not changing the price after a
transaction by a participant who has already traded multiple times that day, limits
the possibilities for benefiting from coordinated manipulation by a group of partici-
pants. Keeping the transaction fee very low ensures that it has little effect on trading
and use of permits, and therewith on the final equilibrium that is reached. It will
also only have a negligible effect on the final budgets of people who do not engage
in undesired speculation and therefore only trade up to a couple of times per week.
The fourth additional constraint is to introduce a maximum number of permits that
a participant can own, and equate it to the maximum number the individual can still
meaningfully use at time t. If a permit for example provides the owner the right to
drive during the morning peak on a workday, and the defined time frame during
which the permits are valid is a week, there will be no need to own more than five
permits at the start of the week (other than for speculation purposes), as there are only
five remaining morning peaks on workdays. Given this constraint, the maximum al-
lowed number of permits then decreases over the week, as the number of morning
peaks remaining during that week decreases as well.

2.3 Empirical implementation
The market design has been empirically implemented and tested in December 2017,
during a so-called lab-in-the-field experiment. The lab aspect is that mobility choices
were virtual and that we have used an experimental setting that allows, via the pay-
off structure in the game, for a tight control over mobility “preferences" of partici-
pants. The field aspect of the experiment is that it has been conducted in a naturalistic
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setting, while targeting the theoretically relevant population.

When implementing a scheme for tradable mobility permits in the field, the required
use of permits will naturally be restricted to a specific location or area and a specific
time frame. There is, however, no direct reason to put any further limits on the trad-
ing of these permits to a specific location or time of day. Participants were therefore
allowed to trade on their smartphones whenever and wherever it suited them best.
An important further consideration in designing the experiment in this way is that
we wanted to ensure that trading of permits would not be condensed in time into
a relatively short lab-session (say 75 minutes to replicate what in reality would be a
full 7-day period), as is usually the case in experiments on participant behaviour in
a dynamic market setting (see e.g. Hommes et al., 2007). Instead, we spread out the
trading period over the course of a full week, making the market dynamics more in
line with trading as it would likely take place during a real application of mobility
permits. The specific concern is that respondents are likely to react to price volatility,
which would be increased for a condensed trading period. This combination of al-
lowing participants to choose when and where they trade on their smartphone, and
letting the trading period be the same as would be the case in a field experiment,
comprises the naturalistic setting.

Participants of the lab-in-the-field experiment were recruited via email from a pool
of former Wild van de Spits participants. Road users could voluntarily join that exper-
iment, conditional on being observed often enough on specific congested segments
of the road network. They were rewarded for avoiding the peak in the Wild van de
Spits experiment. Therefore, these are all people that regularly commute to work by
car, and that are interested in voluntarily participating in these types of experiments.
This is the theoretically relevant population for a first field experiment. If shown
to have potential as a traffic management tool, tradable mobility permits will likely
be firstly applied in the field with voluntary participants who are experienced road
users. Our sample of participants is, however, not a representative sample of all road
users, which means that our findings do not necessarily apply to a set-up in which all
road users of (part of) the network are required to use permits. The presented find-
ings of our empirical implementation should therefore be seen as the first evidence of
the understanding of tradable permits in a mobility setting by road users.

2.3.1 Choice setting

To be able to test the designed market for tradable permits, and the understanding of
participants of the concept of tradable permits and how to trade them, the choices that
participants faced during the experiment were formulated as virtual parking choices.
Using parking permits enables us to easily control all preferences related to the use of
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the permits, while preferences on trade moments and frequencies remained uncon-
trolled; i.e. it helps to circumvent the difficulty of jointly identifying true preferences
and rationality of behaviour given these preferences.

An alternative for pricing is arguably not always needed in many parking settings,
as pricing for parking is often already publicly accepted in busy urban areas. Pricing
already provides an efficient way to balance supply and demand for parking. How-
ever, formulating the choice participants faced as a parking choice enabled us to ex-
press the relevant attributes in monetary terms in a way that participants are familiar
with. The advantage of the lab-in-the-field experiment over an experiment involv-
ing real mobility behaviour is that unobserved participant-specific circumstances are
less likely to play a role in whether or not a participant decides to use a permit on a
specific day of the week. Furthermore, by explicitly defining preferences related to
the use of the permits, the equilibrium range of the price is defined, which enables
us to evaluate the price setting algorithm as well as the rationality of participants.
One disadvantage is that it may have made the choice somewhat more complicated
for participants. All costs related to choices were translated into the final budget that
participants would receive in real money after the experiment.

Participants participated for two weeks, and received a starting budget (expressed in
Euro) and a number of permits at the beginning of each of those two weeks. They
were able (and instructed) to make one parking choice on each working day during
each of the two weeks.

In order to incentivise participants to take the experiment seriously, they were in-
formed that the sum of the remainder of their personal virtual budgets at the end of
both weeks would be transferred in real money to their personal bank account after
the experiment had ended. They were explicitly encouraged to participate smartly
in order to increase the amount of money they would receive on their bank account,
so as to increase our learning of how successful we were in preventing undesired
speculation.

Participants were instructed to imagine that every working day, they use their car
to get to work. At work, they have the choice of paying for parking in two ways:
by paying a regular parking fee (from their personal budget), or by using a tradable
parking permit. Using a permit means that it is not necessary to pay the fee that
day, and vice versa. The price of permits varied endogenously over time, depending
on the aggregate trading behaviour and usage, in the way described in Section 2.2.2.
Participants could buy and sell permits at any moment, against a prevailing price of
permits. The parking tariff is the fixed fee for parking for a whole day. This tariff
varied between weekdays. Each participant was assigned a permutation of the tariff
values €1, €2, €3, €4 or €5, and could see in advance in the web application which tariff
would be charged on which day. When comparing this choice setting with a tradable
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Figure 2.1: Permits and starting budgets per group

permit scheme for tradable peak hour permits, the varying of the parking tariff can
be interpreted as (scheduling) costs to an individual to avoid the peak, therewith
capturing differences in flexibility to travel to work outside the peak (or by alternative
transport) over different days, as well as differences in flexibility between individuals
on any given working day. At any moment during the experiment, participants could
open the web application and see the prevailing price, the remainder of their personal
budget, and the number of permits in possession. Participants could already start
trading during the weekend preceding the working week during which they would
have to make their parking choices.

Participants were randomly allocated to one of two groups, group A and group B.
Group A started, in the first week, with a relatively high budget of €15.50 and 2
permits, while B started with a budget of €10.50 and 4 permits in that week. As
illustrated by Figure 2.1, the roles were reversed in the second week, such that both
groups started under each condition once.

Participants were made aware of the fact that they were split up into two groups of
approximately the same size, as well as the starting budgets and allocated number
of permits for both groups. It was stated that the price for permits changes as par-
ticipants buy or sell permits. From the provided information, participants could in
principle form an expectation of the equilibrium price range, and predict the rational
equilibrium (more on this in Section 2.3.2). We used the price setting algorithm as
introduced and discussed in Section 2.2.2. With a small transaction fee of €0.01 and a
step size of δ = 0.01, participants could not easily earn money by repeatedly buying
and directly selling again.

Finally, we introduced an additional fee that can be seen as a virtual parking fine to
provide an extra incentive for active participation. Participants who did not make an
active parking choice on one of the weekdays during the two weeks of the experiment
were charged €2 at the end of that day while the parking choice was automatically
made for them and involved paying the daily tariff, independent of its level. This
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means that the minimum pay-off from actively making a parking choice, a decision
and action that would presumably require less than a minute, was €2. This and the
rest of the choice setting were clearly communicated to participants before the exper-
iment started, both in writing as well as through a short instruction video. In total,
81 (66) participants made at least 1 parking choice during the first (second) week of
the experiment, and 79 people filled out the survey after the trading part of the ex-
periment had ended. The number of parking choices made per day by participants
varied between 46 and 70 (48 and 60) during the first (second) week.

2.3.2 Price dynamics

The permit price started both weeks at €2.50, and was expected to mainly remain
within the equilibrium range, €2 - €3. Participants could in principle compute this
range by using the information that they possessed three permits on average (two
approximately equally sized groups starting with 2 and 4 permits respectively). This
means that participants are expected to use 3 permits per week on the high tariff days
(tariffs of €3, €4 or €5), and pay the tariff from their personal budget on the low tariff
days (€1 or €2). This leads to the stated equilibrium price range (note that there is not
a single unique equilibrium price level), where participants starting with 2 permits
are expected to buy one more permit for usage, while those starting the week with 4
permits are expected to sell one permit.

Figure 2.2: Price development

week 1 week 2

Figure 2.2 displays the price development over time for both weeks of the experiment,
with the price of permits in euros on the y-axis, and the days of the week on the x-axis.
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It shows that the price mainly stayed within the equilibrium range (demarcated by
the two dotted horizontal lines) during both weeks, returning to the range relatively
quickly when getting outside of it. The average permit price was €2.73 (€2.53) and it
varied between €2.07 and €3.40 (€1.94 and €3.08) in week 1 (week 2).

2.3.3 Market evaluation

The fact that we control preferences does allow us to observe to what extent permits
are used when most beneficial to participants. In a set-up with very low transaction
costs, participants would be expected to use permits in a rational manner; i.e. when
not doing so would be more costly to them. In well over 90% of the parking choices
made in our lab-in-the-field experiment, participants do indeed choose the option
that is most beneficial to them. We discuss this choice behaviour of participants in
more detail in Section 2.3.4.

The fact that the permit price stayed mostly within equilibrium range during the two
weeks of the experiment, and returned relatively quickly when getting outside of
the range, provides a first indication that the price setting algorithm did what it was
designed for. The exception to this at the end of the second week can, under closer
inspection of the choice and trade data of the few participants who were still active
that time of day, be attributed to some participants choosing and trading irrationally
with regard to their personal budget. The price would most likely have returned to
the equilibrium range if the period had lasted longer, like it did in other cases where
it got outside the equilibrium range.3

The purpose of the price algorithm, in combination with the free trade of permits, is
to ensure efficient allocation of permits over all participants while remaining close to,
or moving towards, the goal of using Q permits. In our empirical implementation, Q
permits were distributed initially at the start of the week. This means that, in order to
stay close to the goal, the total number of permits bought should be close to the total
number of permits sold. Figure 2.3 shows the cumulative number of buys and sells
by participants over week 1 and week 2. The fact that both stay indeed close to one
another suggests our price algorithm does what it was designed for.

3An explanation for this observed behaviour could be that cognitive fatigue set in towards the end
of the second week. This would imply that deviations from the equilibrium range would become
more likely and may worsen after our studied two-week period. We cannot fully rule out this
possibility. However, if many participants would have experienced cognitive fatigue towards the
end of the second week, final budgets of that week would be expected to be significantly lower than
those of the first week, and the survey responses from participants on the difficulty of determining
the best trading strategy (further discussed in Section 2.3.5) would also be likely to reflect this,
which they both do not.
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Figure 2.3: Cummulative transactions

week 1 week 2

As our market design is supposed to allow for desirable speculation, while prevent-
ing undesired speculation, a final aspect of the evaluation of the functioning of the
designed market is to see if our design indeed succeeds in this respect. When actively
participating, participants do on average earn money compared to a scenario of trad-
ing at random moments, which is indeed an indication of participants anticipating
price changes and acting on them (i.e. desirable speculation). Although some partici-
pants ended up with budgets that are substantially higher than the trading at random
moments scenario (maximum observed final budgets were €12.34 and €13.67 in the
first and second week respectively), we would classify this as within the range of de-
sirable speculation, as well timed purchases and sells of two to three permits could
already result in this. Moreover, undesired speculation of the two types discussed
above did not occur: owning more permits than the number of choices remaining
was simply impossible, and repetitive alternating transactions, possibly motivated to
affect the permit price, were not observed.

2.3.4 Behaviour

Another important assumption that needs to hold in order for tradable permits to
result in an efficient equilibrium is that the trading agents make rational choices. Evi-
dence from empirical studies focussing on trading individuals, (e.g. Kahneman et al.,
1990, Baldursson and Sturluson, 2011), indicates that actual outcomes may in some
cases deviate considerably from the standard theoretical predictions. We therefore
also present insight into whether participants in our experiment choose and trade
rationally, thus providing some first evidence on the rationality of participants that
take part in a scheme with tradable mobility permits, and therewith on the extent to
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which they interpret the incentives from the scheme in the way these are meant to be
interpreted according to the underlying theory.

We distinguish two types of rationality, instantaneous and intertemporal rationality.
Instantaneous rationality refers in our set-up to rationality of the parking choice and
whether, at the moment the parking choice is made, the chosen alternative does in-
deed maximize the final budget. Intertemporal rationality, on the other hand, refers
to trading behaviour and whether participants take their remaining daily tariffs into
account. It represents whether price changes are anticipated rationally when making
trading decisions, such that the final budget is maximized. Instantaneous rationality
can easily be determined, and is discussed in Section 2.3.4.1. The degree of intertem-
poral rationality that participants reveal is less easily disentangled from observed
behaviour, and is discussed in further detail in Section 2.3.4.2.

2.3.4.1 Instantaneous rationality

For the parking choice, participants choose each day between paying the fixed tariff
or using a permit. At the moment the choice is made, the instantaneously rational
choice is to pick the alternative that costs the least, therewith making a trade-off be-
tween the tariff and the current permit price. The fraction of choices that are in line
with instantaneous rationality can therefore easily be computed by calculating the
number of choices that are instantaneously rational over the total number of choices.
Analysis of the collected data suggests a high degree of instantaneous rationality. In
both weeks, more than 90% of the choices were instantaneously rational (approx-
imately 93% and 94% in the first and second week respectively). The fraction of
choices that are not instantaneously rational varies from 1.9% to 12% over the succes-
sive days. From Figure 2.4 we observe that especially on Tuesday and Wednesday in
the first week this fraction is relatively high compared to the other days. The widely
celebrated festivities of Sinterklaas (a Dutch holiday) took place that Wednesday, and
the feast as well as the preparations the day before, might have played a role in this.

Interestingly, we furthermore observe that the level of instantaneous rationality is rel-
atively low when it matters the least, as can be seen from Figure 2.5. This means that
participants who, at the expense of their own final budget, choose the more expensive
alternative, most often do so when the daily tariff is €2 or €3. This is when the mis-
take is therefore least costly, given the actual permit prices. This could either mean
that it becomes more difficult for participants to determine which alternative is best
for them at trade-offs near indifference, or that they care less about picking the best
alternative in such situations as it does not make much of a difference for what they
can earn.
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Figure 2.4: Instantaneous rationality per day

Figure 2.5: Instantaneous rationality per tariff value

week 1 week 2

2.3.4.2 Overall rationality

Overall performance of participants’ trading and choice behaviour, i.e. how well they
did during the experiment overall, is reflected by the final budget at the end of each
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trading week. The final budget of participants provides an indication of the degree of
instantaneous and intertemporal rationality combined, which concern the rationality
of the parking choice and trading behaviour respectively. To get an idea of what
to expect in terms of final budgets, let us consider a scenario in which the permit
price stays between €2 and €3 and participants do not trade for speculation purposes
but only for personal use of the permits. Each participant would then only trade
once, to either buy an additional permit or sell one of their permits (depending on
whether they have started with 2 or 4 permits). If the participant follows the rational
choice strategy, but trades at a random moment, the expected final budget is €10,
as illustrated in Table 2.1 (using an expected permit price of €2.50). Independent of
the group they are assigned to, rational participants will use their budget to pay the
parking tariffs of €1 and €2, while using permits during the other days of the week.
For those participants that do also trade smartly and try to earn some more money
through their trading, the expected final budget would be somewhat higher than
€10.

Table 2.1: Budget development

Start of week €15.50 2 permits Start of week €10.50 4 permits

daily tariff ∆ budget ∆ permits daily tariff ∆ budget ∆ permits
-€2.50 1 €2.50 -1

€2 -€2 €5 -1
€3 -1 €3 -1
€1 -€1 €4 -1
€5 -1 €2 -€2
€4 -1 €1 -€1

End of week €10.00 0 permits End of week €10.00 0 permits

When only considering data of participants from whom we also obtained other per-
sonal characteristics and feedback through the conducted survey, and who made at
least 3 parking choices during the specific week, the lab-in-the-field resulted in 97 ob-
servations of a final budget at the end of either of the two weeks of the experiment.
We have estimated multiple OLS models; the results of which are presented in Ta-
ble 2.2. These results provide first descriptive insights into what the determinants of
the final budget are. Results of regression model I show the average deviation of the
final budgets from the expected value of €10 for participants, grouped by the number
of days on which they made a parking choice. The reference category concerns re-
spondents who were active on 5 days of the week, meaning that they made a parking
choice on every possible day. This reference category earned on average €0.32 more
than the expected value, while participants who were active on only 4 out of 5 days
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(3 out of 5 days) earned on average approximately €3.30 (€6) less than their active
peers. The results show that participants in the reference category earned approxi-
mately €0.30 on average with smart trading, compared to the budget development
as presented in Table 2.1. This suggest that participants, at least those that are part
of the reference group, also show a considerable degree of intertemporal rationality,
besides the high degree of instantaneous rationality. In practice, this translates into
buying when the price is low and selling when it is high. The fact that the steep seg-
ments of the cumulative curves in Figure 2.3, intersect lines from the other side of the
market when these have become flat, underlines that many buyers (sellers) wait until
prices have become relatively constant after a period of decreases (increases) before
becoming active.

We calculate the expected loss of not making a parking choices, in order to interpret
the final budgets of less active participants. For participants who made 4 out of 5
parking choices, the expected loss of not making one of the choices themselves can
be computed by taking the difference between the expected cost when letting the
system make the choice (automatically selecting to pay the tariff plus a fine of €2) and
the expected cost when making the choice yourself.

E(cost of system choice) = E(tariff)+fine =
1

5
·€1+1

5
·€2+1

5
·€3+1

5
·€4+1

5
·€5+€2 = €5

E(cost of own choice) =
1

5
· €1 +

1

5
· €2 +

3

5
· E(P ) =

1

5
· €1 +

1

5
· €2 +

3

5
· €2.5 = €2.10

The difference between these two expected costs is the expected loss due to not mak-
ing the choice yourself, which is €5−€2.10 = €2.90. Following the same reasoning, the
expected combined loss of not making the choice two times would be 2·€2.90 = €5.80.
The differences in average final budgets between de reference group and these two
groups of participants, €3.30 and €6 respectively, are both not significantly different
from this expected loss at conventional levels of significance.

When including other variables, representing participant activity during the exper-
iment and information obtained through survey responses, overall results remain
very similar. Intertemporal rationality is, however, no longer captured by the con-
stant, but explained by other factors instead. The results suggest that starting with
a higher budget and lower number of permits does not have a significant impact on
the budget that participants end up with at the end of the week. Furthermore, partic-
ipants did not earn significantly more during the second week compared to the first
one, which suggests participants do not learn or get better in trading for their own
benefit over this short period of time. The results also show that female participants

22



Table 2.2: Final budget OLS regressions

Final budget

I II III
constant 0.3172** -0.2059 -0.1815

(0.1286) (0.2711) (0.3017)
# of choices: 4 -3.2986*** -3.0026*** -3.0069***

(0.2499) (0.2495) (0.3928)
# of choices: 3 -5.9844*** -5.6807*** -9.4681***

(0.2977) (0.3133) (1.2615)
activity level 0.0244*** 0.0242***

(0.0059) (0.0059)
activity lvl · active_4 0.0013

(0.0299)
activity lvl · active_3 0.7476***

(0.2440)
age 0.0010

(0.0130)
D (age < 38) -0.0765

(0.2395)
D (age > 46) -0.0253

(0.2410)
university 0.4099* 0.4479**

(0.2242) (0.2163)
week 2 0.0580 0.0744

(0.2041) (0.1974)
high budget 0.1722 0.1031

(0.2063) (0.2030)
woman -0.0711 -0.0356

(0.2373) (0.2325)
Obs. 97 97 97
df 94 88 85
R2: 0.837 0.868 0.882

standard errors in parentheses; ***, **, * : significant at 1%, 5% or 10% respectively

do not end up with significantly more or less money. More active participants do on
average earn more, as suggested by the significant estimate for activity level. This
variable is the number of times a participant opened the web application to check the
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prevailing price or parking tariff of that day, to make a trade and/or make a park-
ing choice. An additional login into the web application is estimated to, all else being
equal, result in an additional 2.44 cents on average. The activity level variable and age
variable are demeaned. This means that the constant of model II can be interpreted as
the deviation of the final budget from €10 for a participant that is of average age and
displayed an average level of activity. When interpreting the estimate for the variable
of activity level, one might wonder what this implies in terms of value of time. Let us
say participants check the web application every now and then to obtain information
about the current permit price and the trend. If it takes 15 seconds to open and check
the current price4, the implied value of time is approximately €6. Participants are
however also sampling for information which may make the payoff of checking the
web application opaque to them. Furthermore, highly educated participants earned
on average between €0.40 and €0.45 more than those who are not highly educated.

Regression model III is an extended and slightly adjusted version of model II, and
results in similar estimates for most variables. Age is in this model included as two
dummy variables, one for being younger than 38 years old and one for being older
than 46, which makes participants aged 38 to 46 fall in the reference category. These
categories were chosen to divide participants into similar size groups based on age.
Just as in regression model II, in which age was included as a demeaned level vari-
able, results suggest that age has no effect on the final budget. One could hypothesize
that older people are more likely to struggle with such an online experiment, but this
hypothesis is not supported by the data.

The estimates for activity level, and whether or not participants have obtained a uni-
versity degree, are very similar to those of model II. Two interaction terms were in-
cluded to test if checking the web application has a different effect on final budgets
for participants who make fewer parking choices than for those who make a choice
on each day of the week. One included interaction is between a dummy variable for
making choices on only 4 out of 5 days and the activity level. The other included
interaction is between a dummy variable for making choices only 3 out of 5 days
and activity level. The results in Table 2.2 show that the estimate for activity level it-
self is not really affected by including these interactions. For the interaction with the
dummy for making 3 out of 5 parking choices, the estimate is highly significant and
suddenly much larger. We also see that, for this group, the estimate for # of choices:
3 has dropped considerably. The reason behind this is most likely the little variation
in the number of logins within this group of participants, which means that there is a
high level of collinearity between the interaction term and the dummy for this cate-

4When having your smartphone already unlocked in your hand for any other purpose, checking the
current price takes probably closer to 5 - 10 seconds. When having to pick your phone out of your
pocket and logging into the web application (because you have not done so before or logged out
after your previous visit), checking the price is more likely to take 30 - 60 seconds.
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gory, resulting in estimation difficulties for the interaction and dummy variable.

2.3.5 Participant feedback

Out of the 97 participants, a total of 79 participants filled out the survey, 4 of whom
were non-active participants (participants who did not make a choice nor traded per-
mits during the experiment). Approximately 26% of respondents is female and the
average age was 44 (varying from 25 to 65). Almost all participants (95%) indicated
that they had read the instructions or watched the instruction video. 72% of par-
ticipants is highly educated, having obtained at least a university bachelor degree.
Graphs (a) and (b) of Figure 2.6 show that the tradability and purpose of the park-
ing permits were clear to the large majority of participants. Determining the best
parking choice was not difficult for most participants, as can be seen from graph (c).
This is consistent with the high level of instantaneous rationality displayed in Figure
2.4. Most participants indicated that it was not difficult to determine the best trading
strategy, although the answers to this question suggest that overall this took slightly
more effort than determining the best parking choice. This is plausible, as the latter
involves only the use of instantaneous information, while the former also requires
the formation of expectations. Overall, most participants agreed with the statement
that participating in the experiment took little time and effort (e). Finally, only few
participants disagreed with the idea that tradable parking rights could sometimes be
a good alternative for paid parking (f).

These responses to the survey questions paint a promising picture with respect to
overall understanding and acceptability of a tradable permit scheme among the likely
participants in such a scheme. Tradable permits for driving during the peak would,
in its most simple set-up even be more simple to understand than our lab-in-the-field
experimental set-up, since our experiment also involves the making of a daily virtual
mobility choice, which is not needed in a real life application. One might hypothesize
that the acceptability of tradable parking rights as an alternative for paid parking
is likely to be higher than the acceptability of tradable peak permits. The reason
would be that Dutch participants are used to non-tradable parking permits and paid
parking, but less used to paying (additionally) for travelling during the peak. This is
a hypothesis that still has to be tested in the field.

A caveat with these results is that they will not necessarily hold for all road users, as
our self-selected participants are not representative for the average commuter. No-
tably, we have relatively many highly educated commuters in our sample. Our par-
ticipants may therefore be more willing and able to trade in tradable permits, and
better understand the permit market and the concepts involved, than the average
commuter. Although this may not be an issue when using our results in setting up a
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Figure 2.6: Survey responses

(a) (b)

(c) (d)

(e) (f)

first field experiment with voluntary participants and tradable rush hour permits, it
is an important concern for large scale implementation on the road. The fact that age
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and gender do not affect the final budget in our sample is encouraging in this respect.
It is however not guaranteed to also hold for groups of road users other than our self
selected participants.

2.3.6 Towards real world implementation

For a real world implementation of our design, it is important to first determine the
part of the network, bottleneck or a segment where congestion is most severe and
where it is therefore most important to reduce congestion. The next step would be to
determine the appropriate quantity goal in terms of number of rush hour trips for the
specific setting (Q). Movements of cars will need to be registered, which can be done
in multiple ways such as camera registrations or in-vehicle devices.5 The main dif-
ference with a congestion charge will be that those who often pass the bottleneck or
enter the cordon will receive permits based on some allocation principle (discussed in
more detail below) and that the price of driving during rush hour will be a function
of demand for these trips. A smartphone application, such as used for the lab-in-the-
field experiment, could be used by the commuters to trade their permits and track
their own use of them. The most simple set-up would have a single market for per-
mits for all rush hour trips. This set-up is equivalent to a fixed congestion charge in
terms of theoretical efficiency of the policy. The complexity of the set-up can easily
be increased to enhance efficiency. This could for example take the form of having
day specific permits (e.g. such that busy Tuesdays can be more expensive than rel-
atively quiet Fridays) or making the center of the peak cost multiple permits versus
fewer permits for the shoulders of the peak. Just like in the case with road pricing,
the coarseness of the set-up will affect the overall efficiency. For a large scale field
application, the complexity is however also likely to affect how well participants un-
derstand the policy, which puts an upper bound on how complex the system can be
made while still remaining functional.

The initial allocation of the tradable permits among the relevant population can be
done in many ways. As discussed before, if the market functions as intended and as
theory predicts, the initial allocation will not have a considerable effect on who ends
up using the permits. It will, however, have a distributional effect by affecting who
gains and who looses from the permit scheme. This is what makes it a primarily po-
litical choice. Two distinct ways of initial allocation will be discussed here, but more
can be thought of. Firstly, one could distribute the determined number of permits (Q)
based on previous behaviour. This would mean that only those who use the specific
road segment during rush hour would receive permits proportional to how often they

5Requirements in terms of hardware and software for a tradable permit scheme are in this sense very
similar to that of a congestion charge such as implemented in London, for which you also need
cameras and a system in place to charge the owner of the car.
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do so in a reference period. Secondly, one could distribute the determined number of
permits among all potential users of the road segment, based on the number of days
per week they work. The first option is likely to result in less redistribution of wealth
than the second, as the number of permits road users will receive will be closer to
their reference behaviour. Furthermore, any redistributions will occur among road
users that drive during rush hour, instead of also being between road users and peo-
ple that travel by other modes. However, the advantage of the second option is that
those that already display ‘desirable’ behaviour (by travelling on the road but outside
the peak, or by travelling by a different mode) will receive permits as well and can
benefit from continuing to show this behaviour, which may increase the public ac-
ceptability of the permit scheme. Another advantage arises from the fact that ‘initial’
behaviour becomes increasingly distant over time, when applications become longer-
lasting, and therewith less relevant. And finally, there is the risk that people might
try to affect the number of permits to be received by boosting demand when initial
behaviour is measured. The balance between these advantages and disadvantages
will depend on the context of the application.

2.4 Conclusion and discussion
We introduced a complete design for an efficient market for tradable mobility per-
mits meant to ensure that transaction costs are very small. Our design does so by
having a price setting virtual bank that participants can freely and easily trade with.
The price against which permits can be bought from or sold to the virtual bank is
determined by a simple algorithm that has been selected to ensure that the market
moves towards the mobility goal, while keeping price volatility low. The design has
been tested with a lab-in-the-field experiment among experienced road users, which
would be the target population in a first future field experiment in the near future.
The choices participants faced were formulated as parking choices, and the experi-
ment was designed to provide sufficient control over their preferences, such that we
could circumvent the difficulty of jointly identifying true preferences and rationality
of behaviour given these preferences. During the experimental implementation and
the test of the designed market, the price stayed mostly within the equilibrium range,
while the sum of used and currently owned permits stayed close to the defined policy
goal. Investigation of participant behaviour shows that over 93% of parking choices
were instantaneously rational, while most of the irrational choices were made when
it mattered the least for personal budgets. These results suggest that participants un-
derstand the use of permits well, and are likely to use their tradable permits on days
on which it is most ‘costly’ for them to change their behaviour. In terms of tradable
rush hour permits, this would mean that commuters use their permits on days when
it is most difficult for them to change mode or change the timing of their trip.
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The notion that participants understood how to use and trade their permits is also
supported by the survey responses. Participants indicated in their responses to sur-
vey questions that making the choice was easy. Analysis of the final budgets shows
that participants did on average earn some additional money as a result of their trad-
ing behaviour, suggesting that at least some of them were able to take advantage
of the changing price by trading smartly. The analysis of the final budgets further
showed that highly educated participants did on average earn approximately €0.4
more than the other participants. If future research shows that this is the case more
generally when using tradable permit schemes, possible equity concerns could easily
be addressed by adjusting the number of initially allocated permits accordingly.

A caveat is that our results may not apply to the average commuter, as our partici-
pants were self-selected and do not form a representative sample of road users. even
though they are representative for participants in voluntary schemes. Another caveat
of our lab-in-the-field experiment is that the response rate to the initial email invita-
tion to participate in the experiment was 2-3%. Possible explanations for this rela-
tively low response rate cannot be deduced from our data. However, as the email in-
vitation did not include specific instructions on what the experiment would comprise,
the low response rate cannot be caused by a lack of understanding of the concept of
tradable mobility permits. A third caveat is that a substantial number of participants
did register for the experiment but did in the end not take any action in the web ap-
plication (97 out of 180 registered participants). One possible explanation for this is
that the experiment was conducted in December, which is a busy month for most
people and includes the Dutch festivities of Sinterklaas. Another possible explana-
tion is that these participants did not (fully) understand the organizational set-up of
the experiment. A real field experiment would however be more simple in its set-up
than the lab-in-the-field experiment, as participants would use permits by revealing
actual peak behaviour, and make the trade-off between doing so or avoiding the peak
and saving a permit. There is no complicated virtual choice in such as situation. Is-
sues with participants not understanding the organizational set-up of the experiment
would therefore be less of a concern in that case.

Overall, the results of the lab-in-the-field experiment are promising and support the
notion that tradable permits can be a viable alternative to pricing in a transporta-
tion setting. Previous work has suggested this on the basis of modelling work in
which efficient trading and efficient working of the market for tradable permits was
pre-supposed. Our study confirms that individuals indeed do understand and use
a system of tradable mobility permits in the way this is intended by the underlying
theory. The presented and tested market design will be used in future research as
part of a first field experiment with tradable mobility permits.
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3
Permits to reduce canteen queuing: A

field experiment with tradable breakfast
permits

3.1 Introduction
Traffic congestion remains one of the prevalent and most costly externalities of road
transportation, despite the existence of an efficient and effective policy solution in the
form of road pricing. Only a few cities have thus far implemented road pricing, which
is likely due to a public perception of it being an additional tax (Lindsey and Santos,
2020). Tradable permits have received growing attention in the transportation litera-
ture as a policy alternative to road pricing, with initial work by Verhoef et al. (1997)
and many more recent contributions (see e.g. Akamatsu and Wada, 2017; de Palma
et al., 2018; Yang and Wang, 2011). One of the important advantages of a tradable per-
mit scheme over road pricing is the fact that the former can easily be made revenue
neutral, ensuring that there is no net financial flow from road users to the government
or vice versa, which is likely to increase public support for the policy.

This chapter is an adapted version of Geng et al. (nd), which was supported by the Chinese National
Natural Science Foundation (72071017), the joint project of the National Natural Science Foun-
dation of China and the Joint Programming Initiative Urban Europe (NSFC – JPI UE) (‘U-PASS’,
71961137005) and the Fundamental Research Funds for the Central Universities (2018JBWB003).
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Thus far, most of the existing literature on tradable mobility permits (or credits) uses
a theoretical or simulation approach, and relatively few empirical contributions have
been made. Existing empirical studies (such as Brands et al., 2020; Tian et al., 2019)
have used a lab-setting with virtual behaviour to study tradable permits. This pa-
per contributes to the existing literature by being the first to investigate actual be-
havioural responses in a tradable permit scheme. We have conducted a two-week
tradable permit experiment among 91 first year students at Beijing Jiaotong Univer-
sity (BJTU) during their summer semester in July 2019. Students live at the campus
of the university and typically have breakfast in the canteen before the start of their
first lectures, which makes the canteen crowded during the morning ‘rush-hour’.

Our participants were randomly assigned to one of two groups, either starting as the
incentivized group in the first week and having no incentive in the second week, or
vice versa. Within each group, half of the participants received a relatively high mon-
etary starting budget in the web-application and a low number of permits, and the
other half received a relatively low starting budget and a high number of permits.
When incentivized, picking up breakfast between 7:20 and 8:00 a.m. cost one trad-
able permit, whereas no permit was needed outside this time window. Participants
were incentivized to trade smartly and avoid rush-hours, as they would receive the
remainder of their monetary budget at the end of the experiment. The market for
permits followed the design proposed and described by Brands et al. (2020), where
permits can be bought and sold from a bank at a single price in a web-application.
The present study takes that design, which proved successful in a lab setting with
virtual mobility choices and preferences that were defined by the researcher through
the specification of pay-offs, to a field application with real behaviour and real pref-
erences. The preferences on timing govern the actual behaviour of participants, and
permits are introduced to affect that behaviour.

We investigate the effectiveness of the tradable permit scheme in terms of reduc-
ing ‘rush-hour’ breakfasts. Our results indicate that the tradable permit scheme re-
duces the number of rush-hour breakfasts significantly, as intended, and that students
mostly respond by rescheduling their breakfast, i.e. having breakfast before or after
the peak. To our knowledge, this study is the first to provide real-life evidence on the
effectiveness of tradable permits to manage rush-hour behaviour. It corroborates the
previously demonstrated effectiveness from theoretical work and lab experiments.
Furthermore, our results support the notion that tradable permits could indeed be an
effective measure for policy-makers to manage mobility behaviour and reduce con-
gestion. The remainder of this paper is structured as follows. Section 3.2 provides an
overview of the existing literature. Section 3.3 describes the set up of the experiment.
The collected data is discussed in Section 3.4. The estimated econometric models and
results are presented in Section 3.5. Section 3.6 concludes.

32



3.2 Literature
In recent years, starting with Verhoef et al. (1997), tradable permits (also referred to
as tradable credits) as a policy tool to address transportation externalities have re-
ceived increasing attention from researchers and policy-makers, due to their poten-
tial to possibly combine effectiveness with social and political feasibility. Multiple
studies have analysed the efficiency of various categories of tradable permit schemes
using theoretical models (see e.g., Fan and Jiang, 2013; Grant-Muller and Xu, 2014).
Yang and Wang (2011) have investigated the effect of a link-specific tradable credit
scheme on the equilibrium traffic flow, in a setting with homogeneous travellers. Mi-
ralinaghi and Peeta (2016) use a multi-period equilibrium modelling framework with
the same assumption of homogeneous travellers and propose a multi-period link-
specific credit scheme.

In pursuit of a more realistic evaluation of tradable permits, other recent studies have
expanded such modelling frameworks by including heterogeneity in terms of the
value of time (VOT). Wang et al. (2012) divided road users into different classes with
different VOTs. They expand their own link-based tradable permit scheme intro-
duced in Yang and Wang (2011) by changing the uniform credit distribution to a user-
class based credit distribution. Xiao et al. (2013) propose a time-varying credit charge
at the bottleneck. They examine the equilibrium conditions and welfare effects of
an optimal tradable credit scheme with identical and non-identical commuters sepa-
rately. Non-identical commuters are represented by their VOT, which is a continuous
function of income. Tian et al. (2013) further extended this work by solving a competi-
tive two-mode bottleneck problem, to include both departure time choices and model
split. Akamatsu and Wada (2017) use an equilibrium model to explore the properties
of a tradable permits system in a general network equilibrium. They include a com-
parison in terms of efficiency of tradable permits and a congestion charge, both for
the case of perfect information and for the case of imperfect information. Their re-
sults suggest that tradable permits and a congestion charge can be made equivalent
in the case of perfect information, but that tradable permits can have advantages if
information imperfections exist.

Including heterogeneity in terms of VOT relaxes the strict homogeneity assumption,
and makes models more realistic. However, these models still abstract away from
various behavioural biases, that have been identified in the behavioural economics
and cognitive psychology literature, and that may have an important effect on actual
behaviour in this context (Dogterom et al., 2017). Some theoretical works already in-
clude certain aspects of individuals’ behaviour in the modelling, which provides new
insights into the effects of tradable permits on travel behaviour. Bao et al. (2014) used
a predetermined amount of credits for each O-D pair as the reference point for each
user. If the amount of credits charged for a specific route is higher than this reference
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point, the user faces a loss, otherwise they face a gain. The user equilibrium and mar-
ket equilibrium conditions have subsequently been explored while considering loss
aversion effects. Bao et al. (2016) model three groups of users with different VOTs.
In line with the theory of mental accounting, different classes of users were modelled
to frame or label the credit charge differently. The authors found that, when embed-
ding travellers’ framing or labelling of credit use, travel demand and credit prices are
relatively high compared to conventional models that do not include this framing.
Some authors also use behavioural insights in traffic assignment models with a trad-
able credit scheme, e.g. Han et al. (2020) incorporate cumulative prospect theory into
their traffic assignment in a bi-modal stochastic transportation network.

Although theoretical studies have already discussed several kinds of possible be-
havioural biases in the context of tradable permits, there is still a lack of empirical ob-
servations of travellers’ behavioural patterns. Furthermore, existing empirical stud-
ies on tradable permit schemes predominantly rely on stated preference techniques.
For example, Harwatt et al. (2011) interviewed 60 employees from the UK about per-
sonal carbon trading and provide data on respondents stated change in travel dis-
tance and travel mode. Their results indicate that the behavioural response to such
a scheme may be greater than when using increases in fuel prices. Dogterom et al.
(2018a,b) use an online stated adaptation experiment to obtain the public response
to kilometre-based tradable driving permits. A total of 308 frequent drivers from the
Netherlands joined this experiment and recorded their daily activities and travel pat-
terns for a week. These studies provide empirical insights into the effectiveness of
tradable permit schemes in road transport. Usually a static permit scheme is used in
these types of studies with stated preferences. Such a static scheme does not include
a dynamic permit market, and hence trading behaviour has not been considered in
these studies. However, the market interactions inherent to a tradable permit scheme
could be its most important difference from a congestion charge or a license restric-
tion scheme. A dynamic permit market ensures that participants can make decisions
based on the current scarcity in the market, which is reflected in the market price.
The emerging field of experimental economics offers an alternative way to analyse
travel behaviour along the lines of stated choice (Dixit et al., 2017). Besides allowing
for direct observation of human behaviour, such experiments also enable the inclu-
sion of market interactions (Smith, 1962). Some recent studies have used laboratory
experiments with human subjects to explore tradable permit schemes. Aziz et al.
(2015) conducted an online experimental game to study travellers’ routes and depar-
ture time choices when subject to a personal travel carbon quota. Participants were
recruited among graduate students from Purdue University and were divided into
three income groups. Each group had a different number of work trips, shopping
trips and leisure trips per week, and the value of time corresponding to different
travel purposes varied as well. Participating students were asked to choose the route
and departure time for each trip for five weeks. After each week, they could trade
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carbon allowances in a binary auction market. The results show that different income
groups have different sensitivities to the carbon cost increase for different travel pur-
poses. Low- and middle-income users are highly sensitive to the increase in carbon
costs of non-work travel. High-income people are less sensitive to the increase in the
carbon cost of work travel. Tian et al. (2019) designed an online interactive experi-
ment, which allowed participants to interact extensively with each other, and with
intelligent virtual agents, in credit trading and route choice stages. The study uses
a route-based tradable mobility credits scheme with an auction market. The results
suggest that the collected data of responses to tradable mobility credits contain be-
havioural effects such as loss aversion, immediacy effect, and a learning effect.

Compared to the lab experiments, which still provide a virtual travel context to par-
ticipants, field experiments can provide a more natural and more familiar context. By
studying behaviour in real choice situations, rather than in virtual game settings, field
experiments can be expected to provide more representative and reliable insights into
the workings of tradable permits in real contexts. In particular, participants trade off
real determinants of actual utility, such as those related to scheduling preferences,
against incentives given through a tradable permit scheme. Besides, by directly ma-
nipulating the context and randomly grouping samples, field experiments can ensure
comparability between treatment and control group, which enables researchers to ex-
plore the pure treatment effect (Dixit et al., 2017; Bruhn and McKenzie, 2009) An im-
portant next step in the research on tradable mobility permit schemes is to collect and
analyse revealed preference data from people subject to a tradable permits scheme,
which is done in this paper.

3.3 Field experiment

3.3.1 Market design and application tests

In this study, we use the market design for tradable permits introduced in Brands
et al. (2020), which operated well in their lab-in-the-field experiment with tradable
parking permits. The specific market design uses a ‘bank’ that can be accessed via
a web-application, from and to which participants can buy and sell permits at the
prevailing permit price, anytime and anywhere using their smartphone. A simple
algorithm is used to set the permit price. The price-setting algorithm is a function
of a pre-specified target quantity Q for the specified time interval, during which the
permits can be used (e.g. working week), the prevailing price at the time of the trans-
action, and a parameter that determines the size of the price change (δ). The price
dynamics further depend on the relationship between the number of permits in pos-
session of the users, and the remainder of the target, which equals Q minus the total
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number of permits used until that moment. More details about the market design can
be found in Brands et al. (2020). The advantage of the design is that it makes transac-
tion costs in terms of time and effort that participants need to invest low, compared to
markets in which trading partners have to be found by the participants themselves.
It does so by having an easily accessible location at which trades can be done against
a single price, while simultaneously limiting possibilities of undesired speculation
and manipulation. The latter is done by introducing a small transaction fee, having
permits to be traded one by one, limiting the influence single individuals can have on
the price, and limiting the maximum number of permits that users can own at each
moment. Drawbacks of the design are that budget neutrality is not guaranteed and
that the use of permits does not necessarily exactly equal the pre-specified quantity
target Q. However, we use the same design mostly because it being very simple and
easy to understand for users, which is important in a field experiment, like it will be
in real applications.

The market and application design of Brands et al. (2020) have been adopted and
adjusted for our experiment. We modify the values of several parameters in the algo-
rithm and the application screens, to make them suitable for the context of tradable
breakfast permits at the BJTU campus in Beijing, China. Before the formal field ex-
periment started, two rounds of tests of the application were performed to ensure
it functioned well (the first test from May 26th till May 31st, the second test from
June 9th till June 13th, 2019). Each test lasted six days from Sunday to Friday. All
testers were asked to send a “good morning” message in the WeChat group of the
experiment between 7:00 and 9:00 a.m. (WeChat is a popular chat application in
China). A permit was needed for sending the message on weekdays between 8:00
and 9:00 a.m. (the specified rush hour). The permit market could be accessed and
used starting on Sunday. Participants in the test were also asked to send a screen-
shot of “permit use” in the group chat for monitoring. From Monday to Friday, rush
hour messages in the WeChat group were rewarded with 6¥, 5¥, 4¥, 3¥ and 2¥ on each
of the respective days. The reward for the off-peak message was set at 1¥. Partic-
ipants were randomly split into two similar size groups. Individuals in one group
received 3 initial permits and 10¥ as initial budget (with a total equivalent value of
3 ∗ 1.5+10 = 14.5). Individuals in the other group received 5 initial permits and 7¥ as
initial budget (5∗1.5+7 = 14.5). Given the reward design, we expected each person to
use 4 permits and the equilibrium permit price would fall between 1¥ and 2¥. Trans-
action costs were set at 0.1¥. Students’ final budget was the sum of the trading budget
in the application plus what they had earned by sending messages. The student with
the highest budget received their budget in real money, so as to encourage partici-
pants to maximize their final budget. All testers confirmed they clearly understood
these rules before the tests started.

In the first round, 14 students joined the test. Feedback from the students was used
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to improve the adaptability of the application to different phone models and to re-
formulate the explanation of tradable permits to make it easier to understand. The
gathered information further confirmed that a value of 0.01¥ for the size of the price
change in the price-setting algorithm (δ) and a transaction fee of 0.1¥ worked well
in the Chinese context. The permit price moved within our expected range. After
updating the application and to test the market with more users, another 10 students
joined in the test in the second round. Considering the fact that each user may have
a different valuation for their ‘peak trip’ in the field experiment, we changed the or-
der of peak rewards for each student randomly. The involved researchers were also
included in the second round and did some actions (e.g. buy and sell repeatedly)
to test the robustness of the market. All in all, the application worked well in the
Chinese context, the permit price moved within the expected range, no undesirable
speculation was observed, and most testers acted rationally.

3.3.2 Recruitment and pre-survey

The recruitment has been conducted during the third week of June 2019 on the cam-
pus of BJTU. First-year students of the School of Economics and Management were
invited to participate in the tradable permit experiment during their two-week sum-
mer semester. The experiment was advertised as a “free breakfast event” in which
students were invited to participate in an application-based tradable permits mar-
ket, and would receive free breakfasts in return and have the opportunity to earn
real money. A brief introduction of the experiment and its rules, and a picture of the
breakfast that would be provided, were shown in the advertisement. WeChat was
used for recruitment. The invitation for the experiment was sent to several WeChat
groups, and shared among students. Out of the 1920 that viewed the invitation for
participation, 117 students filled out the registration questionnaire. We called stu-
dents who filled out the questionnaire one by one, to make sure they had reported
their correct contact information. In the end, a total of 100 students confirmed to par-
ticipate in the experiment. After the recruitment, three teach-ins were organized to
introduce the rules of the experiment and the application. An instruction document
and short instruction video were sent to participants. Because some final tests for
the spring semester were scheduled in the teach-in week, about 60 students did not
attend the teach-ins. Therefore, the rules and introduction video were uploaded in a
WeChat group that was generated for the experiment, and every participant was free
to ask the remaining questions online. In addition, each student was asked to answer
two calculation questions to make sure they understood the trading rules. The first
question was “What is the maximum number of breakfast permits you can have on
Wednesday?”. This question is used to test their understanding of the limitation on
the day specific maximum of permits that a participant can own at any given moment,
which is, following Brands et al. (2020), equal to the number of remaining morning
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peaks in that week, to avoid undesired speculation. The second question was “If you
currently have 3 permits and 20¥, how many permits and monetary budget will you
have after selling one permit at 2.35¥?”. This simple question is used to test their un-
derstanding of the transaction fee. Students who did not give the right answer have
been asked to read the rules again. Finally, all students were asked to sign a terms and
conditions form, including the rules, the way the collected data would be used and
commitment to finish the whole experiment, including the pre- and post-surveys.

The pre-experiment survey was conducted during the introduction period. In this
survey, participants were asked about their usual depart time (from their dormitory)
and breakfast time (specifically when they enter the canteen), and the perceived rush
hour for breakfast in the canteen. Based on the collected responses, the time win-
dow within which students could pick up breakfast was set to be between 6:50 and
8:30 a.m.. Rush hour, in which trading participants would need a permit to pick up
breakfast, was set to be between 7:20 and 8:00 a.m. (for these students, morning lec-
tures often start at 8:00 a.m.). The average cost of participants’ normal breakfast in
the canteen was around 4¥. This information was used to select a breakfast such that
it amounted to a value of about 5¥ per day. In addition, we designed a simple stated
preference (SP) question to reveal students’ willingness to pay for having breakfast
during rush hour. The respondents were told the general setting in which they would
be provided with a free breakfast, but needed to use one permit for having breakfast
during rush hour and did not need a permit before or after rush hour. Before the ex-
periment, they would receive a limited number of permits for free, and a sufficiently
large monetary budget that they could use to buy or sell these permits. The remain-
ing budget would be transferred to each participant after the experiment. Then, we
showed them some possible permit prices, 0¥, 1¥, 3¥ and 5¥, and let them imagine
a week of five 8:00 a.m. lectures, and answer how often they would choose to have
breakfast during rush hour per week. The SP results are shown in Table 3.1. These
responses suggest that about 25% of peak breakfasts will be reduced with a 3¥ permit
price. This information was used as input for the starting values of the actual exper-
iment. We used 3¥ as the initial permit price, and set the average number of initial
permits at 2.5 per person per week.

Table 3.1: Number of breakfasts during rush hour for different permit prices

Permit price 0 Yuan 1 Yuan 3 Yuan 5 Yuan
Average number of peak breakfasts (per week) 3.6 3.4 2.7 1.6
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3.3.3 Field experiment and post survey

The field experiment was conducted between June 1st and June 12th 2019 at BJTU,
which is during the summer semester for first-year students. The students have
morning lectures at 8:00 a.m. on some days and have different schedules depend-
ing on their specific courses and program. The complete experiment consisted of two
short periods of five weekdays. The permit market was opened the Sunday before
each period. Participants could freely trade breakfast permits on the mobile website
and could use their personal budget to buy additional permits or increase it by sell-
ing some of their permits. With each purchase or sale, the market price increased
or decreased by 0.01¥, and a small transaction fee of 0.10¥ was charged. Moreover,
the maximum number of permits a participant could have in possession was capped
at the number of remaining morning peaks. For example, the maximum number of
permits on Wednesday before the peak was three, including one for Wednesday and
another two for the remaining weekdays that week. The maximum thus, decreased
during the week. Permits were automatically sold by the application if users would
otherwise end up with more permits in possession than the maximum.

Figure 3.1: Endowments and schedule of groups

When acting under the permit regime, participants needed to pay one permit for
having breakfast during rush hour (7:20 to 8:00 a.m.) on weekdays. No permits were
needed for having breakfast before or after rush hour. At the beginning of each pe-
riod, each participant received a virtual monetary budget and a number of breakfast
permits. The students were randomly assigned to one of four groups, group A1, A2,
B1 or B2. Participants in group A and B received a starting budget and a number of
permits at the beginning of period 1 or period 2 respectively. In addition, group A1
and group B1 received fewer permits than A2 and B2. However, the initial value of
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their endowments (number of permits ∗ initial permit price + initial monetary bud-
get) was the same, meaning that participants with more permits received less money
to start with. Following the collected information from the pre-survey, the initial
permit price for the first week was set at 3¥, with students in group A1 receiving 2
permits and A2 receiving 3 permits. The initial permit price for the second week was
set to 2¥, which was based on the price dynamics of the first week. Furthermore, the
average number of permits per participant was 1.5 after considering the morning lec-
ture schedule of students. The initial number of permits for students in group B1 was
0 and for those in B2 was 3. The starting budgets, initial permits and trading week
for each group are shown in Figure 3.1. The no incentive periods function as a refer-
ence and allow us to test the effectiveness of tradable permits to reduce the amount of
peak scheduling of participants, i.e. having breakfast during the morning rush hour
in this specific application. In addition, the different allocations between groups A1
and A2, and groups B1 and B2, allow us to explore the impact of personal permit en-
dowments on behaviour. In addition, this design is compatible with Induced Value
Theory (Smith, 1976, 1982) to ensure internal and external validity. In order to incen-
tivise participants to avoid rush hour and trade smartly, they were informed that the
remainder of their personal budgets at the end of the experiment (after the two-week
experiment and the final survey) would be transferred in real money to their per-
sonal account. At any moment during the experiment, participants could open the
web application and see the prevailing price, the remainder of their personal bud-
get, an overview of all their transactions, and the number of permits in possession.
Because 9 students dropped out during the first week, the final sample size is 91 stu-
dents, including 25 students in A1, 22 in A2, 23 in B1 and 21 in B2. One week after
the field experiment, a post-experiment survey has been conducted to collect partici-
pants’ feedback and attitudes toward tradable permits.

3.4 Data

3.4.1 Descriptive statistics

Demographics and descriptive statistics of the 91 participants are shown in Table 3.2.
Out of the total of 91 participants, 73 are female. This is in line with the student pop-
ulation of the School of Economics and Management of Beijing Jiaotong University,
at which female students account for a large proportion of the student population.
Age varies little over the participants, with the majority aged 19. Most of them have
a monthly income from 1000¥ to 2000¥. Only 15 participating students disagree that
they must have breakfast every day. When having early lessons, starting at 8:00 a.m.,
more than 75% of students will depart from their dormitory during the defined peak,
between 7:20 a.m. to 8:00 a.m. On other days, most of them will depart after the peak.
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Less than 30% of students think they can easily depart earlier than usual, and more
than half state that it is easy to depart later. During each summer semester, first-year
students, living on the east campus (which is relatively far from the breakfast station)
will be asked to move to the main campus (where the breakfast station is located).
Thirty-four participating students changed dormitory and moved to the main cam-
pus during the weekend between the first and the second week in our experiment.

3.4.2 Time choices and transactions

Figure 3.2 presents an overview of the distribution of breakfast pickups (referred to
as trips) over time for each group. The upper panel of figure 2 shows the time choices
of group A in both weeks, whereas the lower panel shows the choices of group B
(incentive group in week 1 and 2 respectively). Since the total number of trips varies
between groups and between weeks (group A: 199 in week 1, 184 in week 2; group
B: 184 in week 1, 171 in week 2), we use the percentage of trips as the vertical axis.
The peak is marked by two grey dashed lines. The graphs show a clear difference
between incentive and control weeks. A decrease in peak time trips and an increase
in pre-peak and post-peak trips have been found when participants were asked to
use tradable permits. Of group A, 55% of students picked up their breakfast during
the peak in the incentive week, therefore using permits. This number was 73% in the
control week, in which no permits were needed. For group B, the weekly percentage
of peak trips follows a very similar pattern decreasing from 73% for the control week
to 52% during the incentive week. Within each of the two weeks, the behaviour of
the incentive group therefore is also different from that of the control group. When
comparing the behaviour of both groups within the same week, the spikes are lower
for the incentive group. This suggests that the incentive results in spreading out
pickups over time. For example, in the first week, the maximum percentage is less
than 16% in group A, but more than 20% in group B. Students seem to be incentivised
to avoid the peak by departing earlier or later.

Figure 3.3 displays the cumulative number of buys and sells by participants and the
price development over days for both experimental weeks. The left y-axis shows the
number of permits (the blue and orange bars) and the right y-axis shows the price
of permits in Yuan (gray line). The cumulative buys and sells are shown in blue and
orange bars separately, and the permit price is shown by the gray lines. The initial
permit price of the first week is 3¥, which was based on the stated preference survey
and assumed all students to have five morning lessons per week. However, the re-
ality is that students have different schedules. So, the number of their actual peak
breakfasts is also different from what they chose in the survey. Hence, we did not
find permit price fluctuations around the initial price, which was our expected equi-
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Table 3.2: Descriptive statistics

Variable Categories Respondents

Gender
Male 18
Female 73

Age

18 6
19 66
20 16
21 3

Gross monthly income
≤ 1000 21
1000 <&≤ 2000 51
> 2000 19

Degree of breakfast dependence

Strongly disagree 4
Disagree 11
Normal 24
Agree 21
Strongly agree 31

Usual departure time when having 8:00 am class
Pre-peak 21
Peak 69
Post-peak 1

Usual departure time when not having 8:00 am class
Pre-peak 7
Peak 13
Post-peak 71

Can easily depart earlier than usual

Very hard 9
Hard 26
Normal 33
Easy 16
Very easy 7

Can easily depart later than usual

Very hard 4
Hard 4
Normal 32
Easy 33
Very easy 18

Change of dormitory during experiment
Yes 34
No 57

librium price based on the survey results. While in week one, the total number of
permits initially allocated was larger than the total number of actual peak trips, in
week two it was the other way around. Therefore, in week one, the cumulative buys
are larger than the cumulative sells throughout, causing the permit price to decrease
over time. In week two, the price increased gradually. Unlike Brands et al. (2020),
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Figure 3.2: Distribution of time to pick breakfast

where the equilibrium price could be calculated beforehand as the payoffs were de-
termined by the researchers and hence known in advance, the price in the present
experiment was uncertain as preferences were not known exactly. We did not seem
to reach an equilibrium price in this experiment, as time was too limited. In other
words, the initial permit allocation was so generous in the first week that the equilib-
rium price would be below both the initial value of 3 and below the terminal value
of 2.1 ¥; while it was so strict in the second week that the equilibrium price would be
above both the initial value of 2.1 and above the terminal value of 3.1 ¥. However,
the permit price does reflect the intuitive relationship between market demand and
supply.
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Figure 3.3: Cumulative transactions and price development

3.4.3 Feedback from participants

All participants were asked to answer questions on their attitudes towards the exper-
iment and the tradable breakfast permits scheme. Most of the participants were posi-
tive about the experiment. In general, a large majority agreed that the breakfast (75%)
and the service (99%) provided during the experiment were good (giving a score of 4
or 5 on a five point scale ranging from strongly disagree (1) to strongly agree(5)). The
mobile website worked well on their phone (66%). Almost all students have read the
experiment rules (99%), watched the introduction video (92%), and read all notices
in the WeChat groups (85%). In addition, they found the game (92%) and the rules
(91%) to be clear and simple.

As shown in Table 3.3, most students agree that the usage and trading rules of trad-
able breakfast permits were clear. The average score of these two statements is 4.6
and 4.59 separately on the above mentioned five-point scale. Most of them could
easily determine when to pick up their breakfast (average score: 4.01). It was also
relatively easy to decide whether or not it was best to buy or sell a permit, although
the average score for this is somewhat lower (3.54). Overall, participating costs stu-
dents little time or effort. These results are in line with the findings of Brands et al.
(2020). Unlike Brands et al. (2020), the willingness to pay for a peak-breakfast was
not predetermined in the experimental design, but varied among students and over
time. Hence, the rationality of the decisions of each student could not be observed
directly from their behaviour. Therefore, several questions have been used to test the
rationality of permit usage and transactions, as shown in Figure 3.4 (a, b, c). 63% of
students scored more than 3 points on the statement that they could consciously de-
cide to use permits. 53% of students agree that they buy permits at a lower price and
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Table 3.3: Feedback towards the tradable breakfast scheme
strongly
disagree
(1)

disagree
(2)

neutral
(3)

agree
(4)

strongly
agree (5)

Average
score

It was clear that I must use permits
if I want to have breakfast during
rush hour.

0% 0% 3.3% 32.97% 63.74% 4.6

It was clear that I could trade peak
breakfast permits.

0% 0% 3.3% 34.07% 62.64% 4.59

I can easily determine when to
pick my breakfast.

0% 5.49% 24.18% 34.07% 36.26% 4.01

I can easily determine whether it
was best to buy or sell a permit.

2.2% 10.99% 37.36% 29.67% 19.78% 3.54

Participating in the game cost me
little time or effort.

0% 10.99% 25.27% 48.35% 15.38% 3.68

The implementation of tradable
breakfast permits would reduce
congestion.

0% 5.49% 28.57% 46.15% 19.78% 3.8

I would be better off if a trad-
able breakfast permits were imple-
mented.

0% 7.69% 24.18% 46.15% 21.98% 3.82

All students would be better off if
a tradable breakfast permits were
implemented.

2.2% 17.58% 46.15% 18.68% 15.38% 3.27

I view tradable breakfast permits
as fair.

0% 1.1% 19.78% 56.04% 23.08% 4.01

sell at a higher price. In addition, more than 70% of students stated that they would
wait with selling when the price was rising, and wait with buying when the price was
falling.

Finally, participants have also been asked to respond to statements on general atti-
tudes towards a tradable breakfast permits policy. 66% of respondents agree that the
tradable permits scheme could reduce congestion. 68% think that they will be better
off if the tradable permits scheme would be implemented. Most of them are not sure
about whether it would be beneficial to all students. 31% of students believe that all
students will be better off. 79% of students view the tradable permit scheme as fair.
Besides, as shown in Figure 3.4 (d), none of the participants reject this kind of tradable
permits scheme, and more than 70% of them would accept it.
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(a) (b)

(c) (d)

Figure 3.4: Rationality and acceptability

3.5 Results

3.5.1 Multinomial logit

We model the choices of students as discrete choices with four alternatives; pre-peak,
peak, post-peak and no-show. The most basic utility functions for these alternatives,
with alternative specific constants (ASC) to represent scheduling preferences and the
incentive to avoid the peak in the form of tradable breakfast permits, are:

Upre = ASCpre + βincentiveIncentive+ εpre,
Upeak = ASCpeak + εpeak,
Upost = ASCpost + βincentive ∗ Incentive+ εpost,
Uns = βincentiveIncentive+ εns.
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The no-show alternative is used as the reference category, which makes the ASC of
the other three alternatives capture the average intrinsic preference for the specific
alternative, relative to not showing up. The incentive is included as a variable that
may influence the utility of the non-peak alternatives. All included results have been
produced using Pandas Biogeme (Bierlaire, 2020) to analyze the data we collected
during the experiment. Results of the simple model above are presented in Table 3.4
and show that the incentive does indeed make the non-peak alternatives more attrac-
tive. Furthermore, students have a preference for picking up their breakfast during
the peak instead of not showing up, as can be seen from the positive and significant
ASC for peak, while a pre-peak pick-up is relatively less attractive. We have started
with this very basic multinomial logit (MNL) model above, and have expanded it step
by step to include more and more variables that may help to explain the behaviour of
the students that participated in the experiment.

Table 3.4: Basic MNL model
Number of estimated parameters 4
Sample size 910
Excluded observations 0
Init log likelihood -1261.528
Final log likelihood -1150.245
Likelihood ratio test for the init. model 222.5667
Rho-square for the init. model 0.0882
Rho-square-bar for the init. model 0.085
Akaike Information Criterion 2308.489
Bayesian Information Criterion 2327.743

Value Std err t-test p-value Rob. Std err Rob. t-test Rob. p-value

ASC_Peak 1.23 0.112 10.9 0.0 0.117 10.5 0.0
ASC_Post 0.163 0.103 1.59 0.113 0.103 1.59 0.113
ASC_Pre -0.361 0.118 -3.06 0.00222 0.118 -3.06 0.00222
Beta_incentive 0.784 0.136 5.76 8.31e-09 0.136 5.76 8.31e-09

The results of a model in which we allow for more flexibility, including variables from
which we expect a priori that they influence the choices of participants are presented
in Table 3.5. The utility functions of the alternatives of the estimated model are:

Upre = ASCpre + βincentiveIncentive+ βrainRain+ εpre,
Upeak = ASCpeak + βrainRain+ εpeak,
Upost = ASCpost + βincentiveIncentive+ βdorm_postDdorm + βlate_ns ∗ Late_class+ εpost,
Uns = βincentiveIncentive+ βlate_nsLate_class+ εns.
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All estimated parameters have the expected sign. Having class start late makes the
no-show and post-peak alternatives relatively more attractive, as would be expected.
Heavy rain makes it less likely that an alternative is chosen (as rain only occurred
during the pre-peak and peak in our experiment, it is included in the utility functions
of these two alternatives only). Some students switched dormitory between the ex-
perimental weeks, from one further away from where the breakfast was provided to
one more nearby. Living further away makes it more likely that the student chose to
have breakfast after the peak.

Table 3.5: Extended MNL model
Number of estimated parameters 8
Sample size 910
Excluded observations 0
Init log likelihood -1261.528
Final log likelihood -1001.441
Likelihood ratio test for the init. model 520.1741
Rho-square for the init. model 0.206
Rho-square-bar for the init. model 0.2
Akaike Information Criterion 2018.882
Bayesian Information Criterion 2057.389

Value Std err t-test p-value Rob. Std err Rob. t-test Rob. p-value

ASC_Peak 2.29 0.164 14.0 0.0 0.176 13.0 0.0
ASC_Post -0.482 0.192 -2.5 0.0123 0.196 -2.45 0.0142
ASC_Pre 0.599 0.159 3.77 0.000166 0.164 3.66 0.000257
Beta_dormitory_post 0.762 0.178 4.29 1.79e-05 0.174 4.39 1.14e-05
Beta_incentive 0.954 0.15 6.34 2.29e-10 0.147 6.51 7.69e-11
Beta_lateclass_no_show 2.04 0.2 10.2 0.0 0.212 9.61 0.0
Beta_lateclass_post 2.57 0.199 12.9 0.0 0.2 12.9 0.0
Beta_rain -2.0 0.282 -7.11 1.16e-12 0.324 -6.19 5.99e-10

3.5.2 Nested logit

Intuitively one could expect there to be a nested structure in the choices that students
faced, with showing up in one nest of three alternatives (pre-peak, peak, post-peak)
and not showing up in the other nest. When estimating nested logit models with
different nesting structures, this is indeed the nesting structure that performs best.
Using this nesting structure also improves on the MNL models, which is why the
remaining included results all use this nesting structure.

When estimating the same model as in Table 3.5, but now allowing for the discussed
nested structure, the results are very similar and presented in Table 3.6. We do see a
slight increase in the ρ̄2 and the AIC and BIC slightly decrease. To better explain stu-
dents’ behaviour, other control variables have been added to the model in a stepwise
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Table 3.6: Extended nested model
Number of estimated parameters 9
Sample size 910
Excluded observations 0
Init log likelihood -1261.528
Final log likelihood -996.0124
Likelihood ratio test for the init. model 531.0309
Rho-square for the init. model 0.21
Rho-square-bar for the init. model 0.203
Akaike Information Criterion 2010.025
Bayesian Information Criterion 2053.346

Value Std err t-test p-value Rob. Std err Rob. t-test Rob. p-value

ASC_Peak 2.14 0.15 14.3 0.0 0.152 14.1 0.0
ASC_Post 0.703 0.378 1.86 0.0629 0.412 1.71 0.088
ASC_Pre 1.3 0.224 5.82 5.77e-09 0.234 5.58 2.47e-08
Beta_dormitory_post 0.468 0.157 2.98 0.00288 0.171 2.74 0.00611
Beta_incentive 0.525 0.161 3.26 0.00112 0.164 3.21 0.00133
Beta_lateclass_no_show 1.51 0.229 6.59 4.49e-11 0.237 6.36 2.04e-10
Beta_lateclass_post 1.22 0.383 3.2 0.00139 0.422 2.9 0.00368
Beta_rain -1.15 0.359 -3.22 0.00129 0.41 -2.81 0.00491
MU_Show 2.18 0.668 3.26 0.00112 0.719 3.03 0.00247

manner. We have included individual characteristics, game-related characteristics,
and characteristics related to attitudes towards tradable permits.

3.6 Conclusion and discussion
It is widely recognized that toll-based and quantity-based transport demand man-
agement measures each have their own pros and cons. Modern technology provides
a chance for transport policymakers to combine the advantages of both a congestion
charge system and a quantity-based policy like license plate restrictions, by a trad-
able permits scheme. The quantity control characteristics can be combined with the
freedom of trading in a market, and has as such been applied in the environmental
sector for many years. Academic interest in the use of tradable permit schemes to
manage transport issues has been growing over the years, especially for road traffic
congestion. Many studies have explored the efficiency of tradable permit schemes in
different hypothetical contexts using various theoretical approaches. Nevertheless,
more empirical evidence is needed to understand the performance of tradable permit
schemes in reality.

This study contributes to the literature by providing the first real-life evidence of
tradable permits to manage rush-hour behaviour, taking a system that was tested in a
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lab environment to a real application, with actual scheduling decisions in the morning
peak. We have conducted a two-week field experiment in July 2019 among a group
of students from Beijing Jiaotong University. We have tested the effectiveness of a
tradable rush-hour permits scheme in natural circumstances in which the participants
normally experience congestion during rush hour. The participants were asked to use
one permit if they picked up their breakfast during the pre-defined rush hour.

Our results indicate that the proposed tradable permits scheme effectively manages
rush-hour mobility choices. A noticeable drop in the number of peak trips was ob-
served in each incentive group each week. Compared to the control weeks, about
20% of peak trips were avoided (by departing earlier, later or not showing up) when
using the tradable permits scheme. Furthermore, more than 70% of participants think
that the tradable permits scheme is acceptable, and nearly the same number of par-
ticipants believe that they can be better off under such a scheme. The participants
also have positive attitudes towards the effectiveness and the equity of the tradable
permits scheme. Although the respondents in our research are a small group of stu-
dents, and the behavioural response and attitudes from car users may be quite dif-
ferent, these results are encouraging and provide ground for further experimentation
by researchers and policymakers.

The web-based permit market works well in this field experiment. According to the
app data recorded over the experiment, the trend of price dynamics reflects the mar-
ket demand. Given the survey results, most participants stated that they could fully
understand the rules of the tradable permit scheme. Unlike an auction market in
which participants could form the permit price by themselves from the start, the per-
mit price in the used design with a bank starts from an exogenous initial price. If the
initial price deviates substantially from the final equilibrium price, the permit price
may have a monotonous fluctuation in the short term, as we found in this experi-
ment. However, the price is expected to eventually find its equilibrium range in the
long run, even though one should foresee variations when, for instance, peak de-
mand varies with weather conditions. Regarding the price dynamic in this research,
though the price always decreases or increases during the respective incentive weeks,
the marginal change in price per unit of time decrease over time. The data suggests
that more time is needed to reach the equilibrium. For on-road implementation, this
issue could be solved through city-wide preliminary investigations and pilots on typ-
ical roads or in specific areas.
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4
Pcoins for parking: a field experiment

with tradable mobility permits

4.1 Introduction
In recent decades, congestion on the road network in urban areas has steadily in-
creased (Cohn, 2019). Covid-19 has temporarily changed this, but after the pandemic
is over, congestion is expected to cause problems such as time losses and extra air
pollution again. To keep cities accessible and liveable in the future, it is therefore
necessary to find feasible solutions to traffic congestion. One of the theoretically and
empirically proven ways to effectively reduce congestion is to introduce a dynamic
toll (see e.g. Vickrey, 1973; Arnott et al., 1993; Leape, 2006), such that traffic is spread
more evenly over time and space. However, charging for driving during rush hour
in a particular zone, or on a particular road or motorway, has the disadvantage that
there is often little social or political support for it. The reason for this is that it is usu-
ally seen as additional taxation (Lindsey and Santos, 2020). This explains why this
policy option is used very little, despite its proved effectiveness, while congestion is
a problem in almost all urban areas worldwide. Transport economists have therefore
looked for an effective and politically feasible policy alternative. Tradable permits
are a promising option in this respect, receiving increasing attention in the transport

The authors would like to thank ANWB and Innovactory for their collaboration in conducting the
field experiment of this chapter.
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literature since Verhoef et al. (1997).

Nie (2012) provides a theoretical examination of the effects of transaction costs in auc-
tion and negotiation markets for mobility credits. The results indicate that transaction
costs can divert the system from the desired equilibrium, especially in the negotiated
market. Yang and Wang (2011) build a model to investigate link flow patterns in the
equilibrium, when introducing travel credits to the system. They show that the most
desirable link flow patterns can be accomplished by a combination of the appropriate
distribution of credits and the right link-specific rates. This work is extended to a
model with heterogenous users in terms of value of time in Wang et al. (2012), with a
user-class based credit distribution. Xiao et al. (2013) investigate a system with a time
varying credit charge at the bottleneck, with identical and non-identical users, and
show that the optimal credit charging scheme is Pareto-improving. Tian et al. (2013)
build on this work by introducing a model with heterogeneous users and modal split.
Their results show that, when the system optimum is achieved, the system is always
Pareto-improving. Akamatsu and Wada (2017) examines the properties of a tradable
permit system in a general network, and make a comparison with congestion pricing.
They demonstrate that tradable permits can have advantages over congestion pricing
when demand information is not perfect, while both are equivalent under perfect in-
formation. de Palma et al. (2018) also compare tradable credits (referred to as tokens)
with pricing, using a theoretical framework. Their numerical experiments demon-
strate that both measures are equivalent if pricing and permits can be fully adapted
to demand and supply shocks. They argue that, in the presence of uncertainty, and
strongly convex congestion costs, tokens outperform pricing. Xiao et al. (2019) build
a model with cyclic tradable credits that do not expire and do not require new rounds
of credit distribution. They investigate the influence of tradable credits on social eq-
uity and demonstrate that equity among commuters can be improved with a tradable
credit system compared to several traditional tolling schemes. Bao et al. (2019) show
that, for particular models of congestion, tradable credit schemes may not lead to an
equilibrium that is unique, which can be detrimental to the social welfare effects of
such a scheme.

Eventhough tradable permits in transportation settings have recently received a con-
siderable amount of attention in the literature, of which important theoretical contri-
butions have been discussed above, only very few experiments have been conducted
so far. Aziz et al. (2015) conducted an online experiment with a carbon allowance
scheme for personal travel, including a market where the allowances could be traded.
Their results suggest that middle and low income groups are highly sensitive to such
an incentive for their non-work trips, while high income groups react less, especially
for their work related trips. Tian et al. (2019) also used an online experiment to test
behavioural effects in tradable mobility credit schemes. They observe loss aversion,
an immediacy effect and a learning effect in their data. They show that their trad-
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able mobility credit scheme is fairly efficient. Brands et al. (2020) introduced a market
design for experiments with tradable permits and succesfully tested it with a lab-in-
the-field experiment. Geng et al. (nd) did a first experiment with actual behaviour
in a setting with congestion, the on campus canteen of the BJTU in Beijing during
breakfast time, and show that students did reduce rush hour breakfasts when facing
the incentive of tradable permits.

This paper contributes to the literature in two ways. Firstly, after a lab-in-the-field ex-
periment with tradable mobility permits, and the breakfast experiment among Chi-
nese students, it is time to test the functioning of a permit scheme in a field exper-
iment with real mobility behaviour. To the best of our knowledge, we are the first
to conduct such an experiment. Secondly, our paper illustrates that smart financial
incentives, specifically in the form of tradable permits, can be used by employers as
a tool to allocate scarce parking space over employees.

We use the market design proposed in Brands et al. (2020) and provide evidence of its
functioning, and insights into participants attitudes towards tradable permits in such
a setting. Our experiment has been conducted at the ANWB6 headquarters in The
Hague (the Netherlands) in late 2019 and early 2020, with the measurements ending
before Covid-19 could have affected mobility patterns through lock-down measures
or otherwise. The experiment lasted 8 weeks, with a total of 65 participants who
voluntarily signed up to participate. We combine data on parking behaviour, trading
behaviour and stated preference data from surveys among both participants and non-
participating employees of ANWB. We analyse the choice to participate and find no
clear evidence of self selection in terms of socio demographics. We do find a correla-
tion between attitudes and the decision to participate. The collected data furthermore
provides an indication that participants reacted rationally to the incentive of tradable
permits and traded rationally as well. Our results suggest that those who participated
actively in the trading of permits, also reacted to the incentive by parking approxi-
mately 15% less. Furthermore, the results indicate that those who did not trade (or
hardly traded) their permits did not react to the incentive. A plausible explanation for
this is that these more passive participants may have signed up with the intention to
collect the guaranteed non-negative final reward that would result from participation
when not changing behaviour at all.

The remainder of this paper is structured as follows. Section 4.2 provides an overview
of the experimental set-up. An elaborate discussion of the collected data is presented
in Section 4.3. Analyses of these data and results are discussed in Section 4.4. Finally,
Section 4.5 concludes and provides suggestions for future research.

6ANWB is the main travellers association in the Netherlands, with a focus on car users.
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4.2 Experimental set-up
We have conducted the experiment at the headquarters of ANWB in The Hague, the
Netherlands. The experiment has been done in close collaboration with ANWB and
technology partner Innovactory. The latter designed and programmed the applica-
tion that was used for the experiment. This application was entirely consistent with
the market design presented in Brands et al. (2020), but had a more professional look
than the one used in their empirical implementation and was of course also targeted
to the specifics of the current experiment. We have conducted multiple surveys using
Survey Gizmo. Besides pre- and post-experiment surveys, we have collected travel
diaries, parking movements at the headquarters, and data on trading of the park-
ing permits. The experiment comprised a total of 8 weeks, with a 2-week Christmas
break in the middle, lasting from the end of November 2019 until the end of Jan-
uary 2020. Finally, we have also conducted a survey among employees of the ANWB
who did not participate, a few weeks before the first Covid-19 lock-down was put in
place in the Netherlands. The remainder of this section describes the design of the
experiment.

4.2.1 Recruitment and assigning to groups

Users of the ANWB parking facilities could voluntarily sign up to participate in the
experiment and were recruited using flyers, and managers were asked to promote the
experiment among members of their team. A total of 65 employees signed up, coming
from different departments of the ANWB. Only employees who worked at the ANWB
headquarters could sign up. Data on parking movements at the headquarters in three
normal working weeks pre-experiment, the reference period, assured that we knew
how often participants came by car. The participants were then randomly divided
into two groups of approximately equal size, referred to as group A and group B.
These two groups were comparable in terms of the average number of times per week
participants parked at the headquarters.

Both groups faced two two-week trading periods during which parking at the head-
quarters cost one Pcoin. This was either during period 1 and 3 or during period 2
and 4, depending on the group to which participants were assigned. These two trad-
ing periods were alternated with a two-week control period, during which no Pcoins
were required to park, thus resulting in a total duration of 4∗2 = 8 weeks. A schematic
representation of the groups and trading conditions is provided in Figure 4.1.
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Figure 4.1: Groups and trading conditions
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4.2.2 Trading periods

During the trading periods, which are the treatment periods of the experiment, park-
ing at the ANWB headquarters between 6:00 am and 5:00 pm on workdays cost one
tradable parking permit, a Pcoin. Parking outside this time window, or during the
no incentive periods, did not cost anything. Pcoins could be traded within the devel-
oped application at the then current permit price, which varied over time depending
on scarcity conditions (see Section 4.2.3 for more details). All participants received a
trading budget once, at the beginning of the experiment, which could be used during
the whole experiment. The remainder of this budget was paid out in real money at
the end of the experiment. Participants knew that they would receive the remainder
of their budget, providing them with an incentive to trade Pcoins smartly and reduce
the number of times they used the parking facilities during the trading periods. All
participants were allocated a number of Pcoins at the start of the week, if they were
part of the incentive group in that specific week. The number of permits participants
received was based on the number of days per week they work according to their
contract. Participants subsequently decide whether to use (some of) their Pcoins for
parking or to sell them and earn extra money; or, to buy additional Pcoins if so de-
sired. The initial number of permits participants received per week varied from 0 to
2.

The permit market was designed to reduce the number of parking movements of the
trading participants per week to a level of approximately 80% of the parking move-
ments in the reference weeks before the start of the experiment. The total number of
permits distributed per week was brought as close as possible to this 80%. To encour-
age trading, some of the trading participants received relatively more Pcoins, while
others received relatively fewer Pcoins. Participants who received relatively fewer
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Pcoins were compensated by receiving a higher monetary starting budget. The start-
ing budgets were chosen such that participants would have enough money to buy
permits against the maximum permit price to park each of their working days during
the experiment. This ensured that participants would not drop out due to no longer
having an incentive to continue their participation. However, as we will see below, it
may also have given an incentive to sign up and not actively participate in the exper-
iment, just waiting for some amount of money to come in after the project. Starting
budgets varied from 40 euros to 160 euros.

4.2.3 Market for permits

We have used the market design for tradable permits introduced and described ex-
tensively in Brands et al. (2020), and previously used in Geng et al. (nd). In this
design, participants trade directly with a bank, which uses a simple algorithm to ad-
just the price for permits. The design ensures that the price increases (decreases) if the
sum of currently owned and currently used permits is higher (lower) than a predeter-
mined policy target. The policy target in our case was to have a reduction in parking
movements of approximately 20%, to a level of 80% of the movements in the refer-
ence period. The advantage of this design is that trading permits is easy and takes
little effort for participants. The smart-phone application that can be used for trading
shows a single prevailing permit price against which participants can buy additional
permits or sell some of their permits whenever they prefer during the trading weeks.
To prevent undesirable speculation, a number of safeguards were built in. For in-
stance, a participant could not own more permits than the number of working days
that remained that week. If, at a certain moment, one held more permits than the
number of remaining working days, an automated sale took place at the then market
price. Conversely, if participants parked without owning a permit, one was automat-
ically bought at the then current price. Registration of parking movements took place
through automatic license plate registration at the entrance to the car park.

4.3 Data
We have collected data from multiple sources. Socio demographics and attitudes to-
wards a range of statements have been collected using Survey Gizmo. We have done
so for participants in a pre- and a post-experiment survey. Non-participants have
been surveyed after the experiment had ended. Travel diaries of each of the weeks
during the experiment have been collected using the same platform. Parking move-
ments of participants at the headquarters have been provided to us by ANWB. We re-
ceived these for four weeks prior to the experiment, all weeks of the experiment, and
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four weeks after the experiment had ended.7 Trading behaviour of the participants
was tracked in the developed application. The remainder of this section provides an
overview of the collected data and a initial inspection of the patterns in the data.

4.3.1 Descriptive statistics

Table 4.1 provides some descriptive statistics of participants and non-participants.
It shows that participants and non-participants are very similar in many respects.
The main difference in terms of these characteristics is car availability, which cap-
tures whether someone always has a car available. This holds relatively more often
for participants, which can be explained by the fact that one of the requirements for
participation was that the person sometimes uses the parking facilities. Those who
do not (always) have a car at their disposal are less likely to use the parking facilities
and therefore to be eligible to participate. The age of participants varies from 23 to
61, with an average of 43. The age of non-participants varies from 23 to 65 with an
average of 44. With respect to income8, Table 4.1 shows that participants are slightly
more strongly represented in the higher income categories.

Questions on demographics were included in the pre-experiment survey. However,
not all participants completed that survey. Of all participants that parked at least once
during the eight weeks of the experiment (this is the case for 56 of the 65 participants),
50% (57%) filled out the pre-experiment (post-experiment) survey, with 41% filling
out both.

Table 4.1: Descriptive statistics participants vs non-participants

Participants Non-participants
Average age 43 yr 44 yr
Female 50% 45%
Higher education 89% 81%
2000 < Income ≤ 3500 29% 23%
Income > 3500 50% 44%
Car available 93% 67%

Table 4.2 provides an overview of the parking activity of participants. It displays
the mean and standard deviation of the number of times participants parked at the

7The prior and post experiment weeks both include a school holiday week, which have been excluded
from calculating reference behaviour.

8Respondents were asked to indicate their after tax monthly household income in euros, in three
categories: below €2000; between €2000 and €3500; above €3500
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headquarters per week. These data show that, from just looking at averages for all
participants combined, the expected drop in parking movements during the trading
(Pcoins) periods is not observed. The only apparent change appears to be between
the post-experiment parking activity and the other three periods, with a relatively
higher mean and standard deviation for the former. However, the means of these
periods are statistically not significantly different from one another. We explore these
data further in Section 4.3.3 and analyse them in Section 4.4.

Table 4.2: Parking activity of participants

mean st. dev.
Pre-experiment 1.99 1.25
Control 1.98 1.23
Pcoins 2.01 1.21
Post-experiment 2.06 1.36

NB: No statistically significant difference between means

4.3.2 Price development

During the experiment, it became clear that not all 65 participants were equally active.
However, the parking behaviour of inactive participants does have an influence on
the price of Pcoins through the automated purchases for parking activities by inactive
participants, causing an upward pressure on the permit price. In the recruitment, it
was made clear that a participant would always end up with a positive balance and
could therefore never be financially worse off. This means that there is no reason
not to just sign up for the experiment and see whether you eventually end up with
a reward. Because of the built-in safeguards against speculation (see Section 4.2.3),
inactivity during trading periods can lead to automatic transactions by the system.
Having a substantial group of inactive participants, who do not (or only to a limited
extent) adjust their parking behaviour, leads to a higher use of Pcoins and drives the
price up. This also happened in practice as can be seen in Figure 4.2.

The extreme peak in the left part of the graph is an exception and was caused by ma-
nipulation of the price by two participants, which was possible because a part of the
price algorithm developed earlier and as discussed in Brands et al. (2020) was missing
at first in the implementation. After this was fixed, this manipulation was no longer
possible. The price was reset to the level just before the price manipulation. Apart
from the adjustment after this manipulation, the price constantly increased which
has probably also influenced the behaviour and perception of the active participants.
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Figure 4.2: Price development

This constant increase is expected to have made participation less exciting than what
some participants may have hoped for, as it left little room for interesting speculation
opportunities.

In both trading periods, group B started with the price group A finished with in the
previous week. For group A, their second trading period, after the Christmas break,
started with the price set at the level it was at the end of their first trading period.

4.3.3 Parking behaviour

The main idea of the tradable parking permits is that participants would on average
park less during the trading (Pcoins) weeks than they would have done otherwise.
However, other factors may also affect parking behaviour considerably. It is therefore
important to consider company wide patterns in parking movements in the same
weeks. Figure 4.3 provides an overview of the total number of parking movements
per week at the headquarters of ANWB. We have received these data for each of the
weeks for which we have parking data of the participants. Figure 4.3 shows some
variation over the weeks, but does not show trends that would considerably affect
our findings on the response to the incentive. The level of total parking movements
in experiment weeks (during experiment are not significantly different from those in
the pre-experiment weeks (pre). The same holds for the experiment weeks relative to
the post-experiment weeks (post).
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Figure 4.3: Total number of parking movements per week

As discussed in Section 4.3.2, not all participants were participating actively during
the experiment. Furthermore, those who do not participate actively are more likely
to not change their parking behaviour. We therefore look at different definitions of
being active or not, to see how the group of active participants reacted to the incen-
tive. Figure 4.4 provides an overview of the reaction to the incentive for different
definitions of being active, based on the percentage of the respondents’ transactions
that were done manually, as opposed to automatic transactions by the system (i.e., an
automated purchase of a permit when parking without owning a permit, or an auto-
mated sell when the participant owns more permits at a certain moment than what is
allowed). It displays the parking movements relative to the average of the pre experi-
ment weeks. The further to the right, the greater the proportion of transactions made
by the participant themselves is (rather than automatically by the system) in order
to be considered active. When the definition of being active becomes stricter, in that
it requires a higher percentage of active transactions, on the right side of the figure,
the behavioural response to the incentive also becomes stronger; both in the trading
weeks and in the weeks when people participate as a control group. Section 4.4.2 will
investigate whether there is a significant response by the more active users, i.e. test
for a significant difference between the lines in Figure 4.4. The fact that behaviour in
control weeks moves somewhat in parallel with that in treated weeks, suggests that
some participants may have decided to change their behaviour for the whole dura-
tion of the experiment (i.e. during both the control and treatment periods). This could
for example be the case due to mental or scheduling reasons, e.g. because doing so
means that you do not have to think about whether you are in the treatment group
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or not in a specific week. This is reinforced by the observation that after the experi-
ment, parking behaviour returned to pre-experiment levels, also for active users (see
Figure 4.5).

Figure 4.4: Parking per activity level

Figure 4.5 shows the difference in parking behaviour between active and passive par-
ticipants. The definition of active participants is in this case that at least one-third
of the transactions must have been made by the participants themselves in order to
qualify as active. The figure shows the parking movements of active and passive
participants for each of the types of periods relative to pre-experiment weeks and
adjusted for overall parking activity at the firm. The difference in activity between
both types of users in terms of trades they made is considerable: with this definition,
active participants traded on average 10.6 times during the entire experiment, while
passive participants only traded 0.5 times in their four trading weeks.

The figure shows that active participants during the trading period (indicated as
‘Pcoins’) used the parking facilities between 80% and 90% of the level before the ex-
periment (indicated by Pre). After the experiment (the post measurement), the num-
ber of parking movements was similar to that during the pre measurement, or even
slightly higher. These differences are, however, not statistically significant. We inves-
tigate the response more rigorously in Section 4.4.2.
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Figure 4.5: Response per period (≥ 33% own)

4.3.4 Survey responses

Many different questions were asked in surveys set out among participants before
and after the experiment, and among non-participants. We discuss the interesting
and important responses below, combining the responses of participants and non-
participants in each figure. Those participating in the surveys were asked to rate
statements on a 7-point scale, ranging from totally disagree to totally agree. We cal-
culated scores to generate each of the box plots. The qualitative responses have been
translated to values ranging from -1 (totally disagree) to 1 (totally agree), with the
seven points assigned values -1, -2/3, -1/3, 0, 1/3, 2/3 and 1. We do separate ac-
tive and passive participants to see whether there are substantial differences between
these groups. The definition of who is active and who is not that is used for these
graphs is that at least one third of the total number of transactions should have been
made by the participant, which is the same definition as is used for Figure 4.5. The
horizontal orange line in each of the box plots represents the median value, while
the coloured box itself represents the values between the 25th percentile and the 75th
percentile. Mean scores are presented in de description below each graph.

Figure 4.6 displays box plots on the perception of trading Pcoins. As can be seen
from (a) on the left, non-participants disagree relatively more and the median is to
disagree with the statement that trading of Pcoins seems fun. Active participants are
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Figure 4.6: Agreement with statements on perception of trading Pcoins

(a) ‘Trading Pcoins seems fun.’ (b) ‘Trading Pcoins seems difficult.’

more positive about this than passive participants, both before and after the experi-
ment, but both groups agree less with this statement in the post-experiment survey.
The price pattern, with a price that continuously increased, may have played a role
here. It is important here to emphasize that it is not intrinsically good if trading is
“fun". Fun would presumably be associated with volatile prices and challenging trad-
ing strategies, which would have the downside of increasing transaction costs, creat-
ing possible advantages for more clever participants, and also providing incentives
for behavioural responses in mobility that may not be justified by changing societal
scarcity conditions and that therefore would be inefficient from the societal perspec-
tive. In other words, the maximization of “fun" in trading is not desirable in itself.

For the statement on trading being difficult, (b) in Figure 4.6, we see a shift
to disagreement among the participants, indicating that trading is easier than
anticipated.

Figure 4.7 displays box plots on the comparison of tradable parking permits and paid
parking. Interestingly, most of the active participants and non-participants agree with
both statements and only very few disagree. The median response of passive partic-
ipants is to be neutral towards statement that a system with Pcoins functions better
than paid parking (a), with the spread in responses increasing after participation. We
do see a small shift towards agreeing less among both active and passive participants
for the statement on Pcoins being more fair than paid parking (b). However, the me-
dian for both groups is still positive, indicating that most of them still agree with the
statement.

Figure 4.8 presents box plots of the responses to the statement that participation is ex-
pected to take much time (a), and that an initial allocation of permits based on number
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Figure 4.7: Agreement with statements on Pcoins vs paid parking

(a) ‘I think a system with Pcoins will (b) ‘I think a system with Pcoins will
function better than paid parking.’ be more fair than paid parking.’

Figure 4.8: Agreement with statements on participation and Pcoin allocation

(a) ‘Participation will take much time .’ (b) ‘Allocating permits based on number
of working days is fair.’

of working days is fair (b). The former indicates that most non-participants think that
participation does take much time, while most active participants disagree with this
statement after participation and were neutral on this statement before participation.
Box plot (b) on the right shows that almost all respondents agree that allocation based
on number of working days is fair.
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4.3.5 Indications of rationality

Besides the stated preference data obtained through surveys, we can also look at the
permit use and trade data to get an idea of the degree of understanding and ratio-
nality of participants. One of the advantages of having had a price that increased
throughout the experiment is that rational participants can be expected to respond
more strongly to the incentive towards the end of the experiment. The simple reason
for this is that they can earn more per avoided parking movement later in the exper-
iment. Table 4.3 provides an overview of the response to the incentive for different
selections of participants and for different moments of the experiment. It captures
the difference between the average number of parking movements per week in (a
selection of) the Pcoins weeks and the average number of parking movements per
week in the control weeks. The first row of Table 4.3 shows that, when including all
participants, the response to the incentive is close to zero. This is in line with the
data in Figure 4.4. However, when looking at the active participants only, it becomes
clear that these participants do react more strongly towards the end of the experi-
ment. Comparing the first and the second column for the active participants makes
clear that the decrease in parking movements in the last Pcoins period (weeks 5 & 6
of the experiment for participants in group A, and weeks 7 & 8 for those in group B)
is larger than the average for the full experiment. Furthermore, the average response
in the last week is larger than in the last period, as can be seen from comparing the
second and third column. The average number of parking movements in the last con-
trol period for each of the participants does not deviate substantially from the overall
average in the control periods, which indicates that these findings are driven by a
change in behaviour during the trading period, i.e. a change in the response to the
incentive. These data suggest at least a certain degree of rationality in terms of permit
use. However, the displayed differences in responses are not significant. This could
be due to a lack of power as a result of the small sample size, or because participants
do not respond to the increase in price.

Table 4.3: Response to incentive

Full experiment Last Pcoins period Last Pcoins week
All participants 0.03 -0.04 -0.03
Active (≥ 33% own) -0.08 -0.13 -0.15
Active (≥ 50% own) -0.15 -0.17 -0.30

NB: Changes in response are not statistically significant.

Besides this rational response in parking behaviour to the increasing price, partici-
pants can also be expected to adjust their trading behaviour after forming or adjust-
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ing their expectation of the price dynamics. In our case this means that they are likely
to learn to expect the price to be higher towards the end of each trading period, which
would make it rational to buy early in the week and sell later in the week. When look-
ing at the ratio of purchases over sales and comparing the first and last trading week
of each group, we do indeed see an indication of adjusted expectations and affected
trading behaviour. As can be seen from Table 4.4, the ratio of purchases to sales was
1.0 for trades up until Tuesday, and 1.3 on Thursday and Friday in week 1 for group
A, while being 1.2 and 0.2 respectively in week 6 of the experiment (their first and
final trading week respectively). This suggests that participants adjusted their trad-
ing behaviour after learning about the price dynamics, and shifted purchases to the
beginning of the week, when the price is relatively low, while postponing sales to the
end of the week, when the price is relatively high. Trades of participants of group B
show a similar albeit more extreme pattern, with a purchases to sales ratio of 2.1 up
until Tuesday, and 0.7 on Thursday and Friday in week 3, while in their last trading
week (week 8) no sales were performed up until the end of Tuesday and no permits
were purchased on Thursday and Friday. This also supports the notion of rational
behaviour by participants.

Table 4.4: Purchases to sales ratios

up until Tue Thu Fri
Group A - first week (wk 1) 1.0 1.3
Group A - last week (wk 6) 1.2 0.3
Group B - first week (wk 3) 2.1 0.7
Group B - last week (wk 8) not defined 0

4.4 Analysis and results
The data we collected does not allow for estimation of detailed behavioural models
with many covariates and interactions, as the number of participants in our experi-
ment is too limited for that; i.e. we are constrained by the sample size to keep the
models we estimate simple. However, these simple models can still provide valuable
insights into the choice to participate, and the response to the incentive, which we
both investigate in the section below.
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4.4.1 Modelling the choice to participate

We use the survey responses of both participants and non-participants to model the
choice to participate. As employees could voluntarily sign up to participate in our
experiment, it is interesting to see whether we find a clear indication of self selec-
tion in our data. We model the choice to participate using linear probability models
(LPM), providing us with estimates that are easy to interpret.9 These models have
been estimated using the statsmodels package in Python.

To see whether there is an indication of self selection to participate among employees,
we start with a benchmark LPM that only includes socio demographics to explain the
choice to participate. In the next step we include attitudes, car use and car availability.
For our LPM we consider the general following model:

participation = Xβ + ε, (4.1)

where participation is a vector of the dependent dummy variable (which equals 1
if an individual participated, and 0 otherwise), X is a matrix containing the selected
exogenous variables, and β and ε are the parameter and error vectors respectively.

Results of the estimations of the model in equation 4.1 are presented in Table 4.5. We
include robust standard errors (HC1 in MacKinnon and White, 1985), which have
undergone a degrees of freedom correction. Model I in this table represents the
model with the highest adjusted R2, conditional on only including socio demograph-
ics. Model II represents the model with all collected socio demographics. The R2

of both models is very low, indicating that little of the variation in participation can
be explained by the socio demographics. The main driver of this is that our sample
of participants and non-participants are very similar in terms of socio demograph-
ics, which results in having little explaining power when modelling the choice to
participate. The results show that those who do not want to disclose their gender
(gender_undiscl) are less likely to participate. A possible explanation for this could
be that this variable captures privacy concerns, which could make people hesitant to
join. In general, the results show that, at least in terms of socio demographics, no
clear self selection occurred in our sample, which is in line with the descriptive statis-
tics discussed in Section 4.3.1. However, we cannot distinguish between having too
little power to estimate the effects socio demographics have on participation, or the
absence of self selection in terms of socio demographics. Having completed a higher
education (highly_edu), being female (woman), age, or having a net family income be-

9We have also estimated logit models, as an alternative with a stronger theoretical foundation. Re-
sults from these logit models are not substantially different from those of the LPM.
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Table 4.5: LPM of participation - benchmark regressions

participation I participation II
Intercept 0.2572*** 0.1424

(0.0455) (0.2020)
age 0.0003

(0.0031)
gender_undiscl -0.1737*** -0.1804**

(0.0611) (0.0759)
woman -0.0031

(0.0841)
inc_undiscl -0.1001 -0.0884

(0.0818) (0.0923)
less2000 0.1086

(0.2201)
between2k3500 0.0227

(0.1014)
highly_edu 0.1101

(0.0940)
R-squared 0.0243 0.0365
R-squared Adj. 0.0083 -0.0221
N 125 123
∗ ∗ ∗, ∗∗, ∗ indicate significance at 1%, 5%, and 10%;

robust standard errors in parenthesis

low 2000 euro’s a month (less2000) or between 2000 and 350010 (between2k3500) all
have no significant effect on participation. Our results do indicate that, for example
in terms of gender, there is not a very big difference in terms of how likely people
are to participate (the 95% confidence interval for woman ranges from -0.170 to 0.163,
meaning that it ranges from women being approximately 16% less likely to partici-
pate than men to being 18% more likely).

We have also estimated LPM including variables on attitudes, car use and car avail-
ability. The results of two of these models are presented in Table 4.6, where model
I is the model with the highest adjusted R2. Interpretation of these results requires
more caution, as endogeneity issues (specifically simultaneous/reverse causality and
omitted variable bias) pose a larger threat to the identification here. The results do
show that participants more often indicate that they always have a car at their dis-

10The reference category in terms of income is having a net family income above 3500.

68



posal (car_av) than non-participants. Furthermore, participants do on average agree
more strongly with the statement that they think it is fun to trade in tradable permits
(trade_fun) and that it is difficult (trade_diff ). Our data does not contain significant
associations between participation and how often people use their car (car), or the de-
gree to which they agree that tradable permits function better (better)/are more equal
(more_equal) than paid parking.

Table 4.6: LPM of participation - models containing attitudes

participation I participation II
Intercept -0.3058*** -0.3205***

(0.1128) (0.1143)
better -0.0245 -0.0332

(0.0239) (0.0339)
car 0.0042

(0.0204)
car_av 0.1836*** 0.1742**

(0.0555) (0.0719)
more_equal 0.0123

(0.0260)
trade_diff 0.0407*** 0.0403**

(0.0153) (0.0170)
trade_fun 0.1118*** 0.1099***

(0.0185) (0.0188)
R-squared 0.3414 0.3425
R-squared Adj. 0.3194 0.3091
N 125 125

∗ ∗ ∗, ∗∗, ∗ indicate significance at 1%, 5%, and 10%;
robust standard errors in parenthesis

4.4.2 Modelling the behavioural response to tradable permits

We also analyse the response to the incentive to reduce the number of times a partici-
pant parks during the week. We do so using the simple ordinary least squares (OLS)
model:

responsei = β0 + β1active_50i + β2prei + β3pre_survi + εi, (4.2)

69



Chapter 4. A field experiment with tradable mobility permits

where responsei represents the difference between the average number of times par-
ticipant i parked at the office per week in the control period versus the trading period;
active_50i is a dummy variable that equals 1 if at least 50% of transactions of partic-
ipant i were of their own doing (i.e. self made transactions as a percentage of the
total number of transactions); prei captures the average number of times a participant
parked per week in the pre-experiment measurement; pre_survi is a dummy variable
that equals 1 if the participant filled out the pre-experiment survey. Whether a par-
ticipant fills out the pre-experiment survey could be predictive of their commitment
to participate. This commitment can, however, change over time to no longer being
committed to actively participate during the trading periods. In contrast, active_50i
actually captures a specific degree of activity during the experiment, and additionally
that participants will have observed the permit price at least a couple of times.

Table 4.7: OLS - response

response
Intercept 0.0682

(0.1810)
active_50 -0.3030*

(0.1743)
pre -0.0050

(0.0748)
pre_surv 0.1082

(0.1758)
R-squared 0.0388
R-squared Adj. -0.0166
N 56

∗ ∗ ∗, ∗∗, ∗ indicate significance at 1%, 5%, and 10%;
robust standard errors in parenthesis

Estimation results of this model are presented in Table 4.7. We again use robust stan-
dard errors and have estimated multiple variations of the model of equation 4.2, as
we can change the threshold of own transactions for the active variable. We find sim-
ilar results for each of the specifications, although the estimate for active_X becomes
more insignificant at lower levels of self made transactions. As can be seen from the
table, we do unfortunately not have much power to estimate these models, and we
therefore cannot provide definitive proof of a significant response to the incentive.
However, the results do suggest that indeed those who actively trade (a proxy for ac-
tive participation) react to the incentive by parking less (although only so at the 10%
significance level). The estimate of a 0.3 reduction suggests that participants park ap-
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proximately 15% less. Interestingly, those who filled out the pre-survey do not seem
to park less in the incentive period.

4.5 Conclusion & Discussion
We have conducted an 8-week experiment with tradable parking permits for manag-
ing real parking behaviour among 65 participants. Our experiment took place at the
headquarters of a Dutch company, ANWB, at the end of 2019 and beginning of 2020,
before Covid-19 became a factor in commuting behaviour. We combine data on park-
ing behaviour, trading behaviour and stated preference data from surveys among
both participants and non-participating employees of ANWB. We analyse the choice
to participate and find no clear evidence of self selection in terms of socio demo-
graphics. We do find associations between attitudes and the decision to participate.
The collected parking data furthermore contain patterns that suggest that participants
reacted rationally to the incentive of tradable permits, avoiding more parking move-
ments as the price for permits increased. The trading data also show patterns that are
in accordance with rationality, with participants moving towards buying additional
permits early in the week as the price is still relatively low and selling them towards
the end of the week when price was higher. Although these patterns are in line with
what would be expected from rational participants, we do not have a large enough
sample to establish their significance. We find suggestive evidence that those who
participated actively in the trading of permits, reacted to the incentive by parking ap-
proximately 15% less. Furthermore, the results suggest that those who did not trade
(or hardly traded) their permits did not park less in incentive weeks.

The experiment yielded a number of other relevant insights. First of all, the existence
of a substantial number of passive participants has been shown to influence the price.
Participants who do not actively participate in trading and do not adjust their park-
ing behaviour ensure that the use of permits is relatively high. This has the effect
of pushing up the price, and thus also affecting the market conditions active partici-
pants face. Even though this makes the trading less exciting, it increases the incentive
for active participants to sell permits and change behaviour, in that way it is a desir-
able consequence if indeed the policy objective is to reach a certain overall goal for
the entire group of participants. Nevertheless, it seems strongly advisable to work
with alerts for passive participants when automated sales and purchases are being
made, to increase - through improved transparency of the market and more complete
information - the efficiency of the instrument. Furthermore, we speculate that part of
the passive behaviour stems from the experimental design where there was a guaran-
tee of a positive pay-off from participating. This may have given an incentive to just
sign up and see at the end how much money was received. Structural applications
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of tradable permits, when being truly budget neutral at the aggregate level, will not
have that feature.

The surveys show that taking part in the experiment requires less effort than most
participants expected beforehand. This knowledge can be used in future experiments
to recruit participants by communicating clearly about this. Another interesting find-
ing is that tradable parking permits are seen by many of the participants as a better
functioning and fairer alternative than the introduction of paid parking. How fair
participants consider the initial distribution of permits to be can have an important
effect on the support for the introduction of tradable mobility permits. A distribu-
tion based on the number of working days is seen as fair by most participants and
non-participants alike. A concern here is that the fact that participants received a
reward for participation in the experiment may have had an influence on their atti-
tudes. However, it is unlikely that this is driving the results on the attitudes towards
the comparison between tradable permits and paid parking, and the initial allocation
based on number of working days, as these attitudes of participants are similar to
those of non-participants (who were not rewarded).

Tradable permits could be used to allocate scarce parking space without government
intervention. Our results indicate that the instrument is understood by participants
and affects active participants’ behaviour in the intended way in a mobility setting.
Furthermore, tradable permits can be expected to more easily affect behaviour when
applied to rush hour trips, as participants in such a tradable permit scheme face more
alternatives to choose from when looking to adjust their behaviour than when applied
to parking. The reason for this is that a time adjustment is sufficient to not use a
permit in the former setting, while it is not for parking permits.

One important caveat to our results is that ANWB employees are relatively highly
educated, and may not be representative for the average road user in other respects
as well, which has implications for the external validity of our results. Although our
analysis does not suggest that socio demographics significantly affect the choice to
participate in the experiment, some road users may still struggle to understand trad-
able permits and how to use them. Furthermore, ANWB employees may be relatively
informed and interested in these types of measures and experiments, which might af-
fect their behaviour and be correlated to responses to the survey questions. Future
research among a larger (and more representative) group of road users will have to
show whether our results also apply to the general population.

For future experiments with tradable permits, it is important to stimulate active par-
ticipation within the tradable permit scheme. Although passive participation will
likely be less common in applications where participants are not guaranteed a posi-
tive financial outcome for participation. Research into methods to further stimulate
active participation (such as via notifications or surcharges on automatic transactions)
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is a relevant direction for future experiments. An important next step for future re-
search is to conduct a large scale experiment with tradable rush hour permits, to test
the effectiveness of tradable permits as a measure to reduce congestion.
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5
Hands on the wheel, eyes on the phone:

the effect of smartphone usage fees
on road safety

5.1 Introduction
Traffic accidents are an important loss to society. In the European Union (EU), for ex-
ample, about 25,000 road users lost their lives due to traffic accidents in 2018. For ev-
ery death on European roads, there are an additional 50 injuries of which 8 are severe
and 4 cause permanent disability (European Commission, 2019b). Next to this physi-
cal harm, accidents also cause psychological suffering to those directly involved and
to friends and relatives of the victims. Traffic accidents also lead to monetary losses
due to damages to private and public property and are a major cause of traffic con-
gestion. The total costs of traffic accidents in the EU are estimated to be about e280
billion, or 2% of GDP, which makes it the most important external cost of transporta-
tion (European Commission, 2019a). Similar numbers can be found for the United

This chapter is based on Brands et al. (2020), the authors would like to thank Jos van Ommeren, Erik
Verhoef, Hans Koster, Paul Koster, Niels Bos, Jiska Klein, Dan Graham, Csaba Pogonyi, Laila Ait
Bihi Ouali, Niek Mouter, Hendrik Wolff and conference and seminar participants in Amsterdam
(VU), Paris (ITEA), London (Imperial College), Budapest (hEART), Toulouse (SBCA), Rotterdam
(EEA), Berkeley (UEA), and Jakarta (Universitas Indonesia). The authors would also like to thank
Rijkswaterstaat Netherlands for granting them access to the data.
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Figure 5.1: Road fatalities in the EU and 2020 policy target (European Commission, 2019b)

States and other countries (Blincoe et al., 2015).

These high costs explain the vast body of scientific literature on traffic accidents that
exists today, including important contributions from the field of economics on related
topics such as the risk of drunk driving (Levitt and Porter, 2001a), the size of the ac-
cident externality caused by one typical additional driver (Edlin and Karaca-Mandic,
2006), and the effect of mandatory seatbelt laws on traffic fatalities (Cohen and Einav,
2003).11 The substantial costs of accidents also provide governments with a strong ra-
tionale to prioritise safety in road design, and in traffic and vehicle-related regulation.
Safety concerns in this respect largely shape policy decisions on aspects such as speed
limits, road geometry, obligatory usage of seatbelts, and factors that affect the ability
of road users to maintain attention on the driving task. This includes prohibiting
the use of alcohol and cell phones by drivers. Figure 5.1 indicates that stricter safety
regulations over the past two decades have had a promising impact on the number
of road fatalities in the EU. However, progress in terms of reductions in road fatali-
ties, as compared to the EU policy target formulated by the European Commission,
began to diverge and stagnate in 2013, even after accounting for vehicle kilometres
travelled.12

Despite regulations that forbid car drivers from using mobile phones while driving,
effective regulation has proved to be difficult, and technological progress in recent
years has transformed cell phones into omnipresent devices that can be seen as a
major cause of distraction in traffic. Smartphones stand out as a major culprit, as they
have enabled various novel distractions, including sending and receiving messages

11Other notable contributions include: Levitt and Porter (2001b), Adams and Cotti (2008), Jacobsen
(2011), and DeAngelo and Hansen (2014).

12Data on vehicle kilometres travelled for all EU countries does not span back until 2000, so we plot
fatality rates per million passenger-km for four major EU countries in Figure 5.A.1 of Appendix A,
which shows a similar trend.
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via numerous applications, news updates, video calling, and receiving notifications
from social media platforms. In experimental settings, this has been shown to cause
visual, cognitive, and physical distractions which result in longer reaction times, less
awareness, and various other deficiencies which restrict full control of the vehicle
(Zhao et al., 2013, Young et al., 2014, Haque and Washington, 2015).

Findings from the lab are generally corroborated by observational studies in natu-
ralistic settings and crash-based studies (see e.g. Dingus et al., 2016, Redelmeier and
Tibshirani, 1997, and McEvoy et al., 2005). However, various studies using field data
fail to conclusively prove this relation.13 In the first large scale field study of its kind,
Bhargava and Pathania (2013) estimate the effect of mobile calls on accidents using
a discontinuity in the price scheme at 9 pm between 2002 and 2005. They find a 7.2
percent increase in call likelihood after the price drop but no corresponding increase
in the number of accidents at the 9 pm threshold. Further research on the effect of
statewide mobile phone bans in the US indicates that the effects are short-lived, if
detectable at all (Abouk and Adams, 2013; Burger et al., 2014).

The most recent studies that focus on smartphones find more conclusive negative
safety effects. Hersh et al. (2019) exploit temporal variation in 3G coverage in Cal-
ifornia between 2001 and 2013 to study the effect of gaining access to mobile data
on vehicle accidents. After controlling for vehicle kilometres travelled and road seg-
ment fixed effects, the authors find that crash rates increase by 1.1 percentage points
when roads receive 3G coverage. Furthermore, Faccio and McConnell (2020) find
that locations with a lot of activity of Pokémon Go (a popular video game app on
the smartphone at the time) faced more vehicle accidents after the introduction of the
game, suggesting that 136 of the total 2850 nation wide crashes (approximately 5%)
in the five months after the introduction of the game could be attributed to it.

Although numerous studies have investigated the link between phone use and acci-
dents, a substantial research gap prevails.14 Most existing estimates are dated, while
mobile phone use has dramatically changed since the turn of the century in terms of
adoption, exposure and capabilities.15 For example, in the much-cited study by Re-
delmeier and Tibshirani (1997), only 18% of drivers owned mobile phones which had
limited capabilities, while in more recent studies, Bhargava and Pathania (2013) only
focus on mobile calling and Hersh et al. (2019) end their study in 2013. Furthermore,
studies that do address the interaction between modern smartphones, with data us-
age, and accidents, either focus on very specific non-generalisable phone-use (Poké-
13Drivers may also be able to navigate streets more easily using navigation applications, hence the

effect of phone use on traffic accidents is not per se negative.
14See e.g. reviews by WHO (2011), Oviedo-Trespalacios et al., 2016, and Lipovac et al. (2017).
15Mobile phone subscriptions per capita have been above one in the world since 2016 (World Bank,

2019) and in 2018 smartphone penetration was above 70% in many developed nations (Newzoo,
2018).
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mon Go in Faccio and McConnell, 2020), or only focus on highways (Hersh et al.,
2019). In addition, most studies do not account for unobserved factors that may be
correlated to both phone use and accident likelihood, such as risk preferences at the
individual level and demand factors at the aggregate level. Finally, as sample sizes
were often small in experimental and crash-based studies, generalisation to aggregate
effects is often problematic. Therefore, an important and ongoing research question is
to what extent does smartphone use while driving affect the number and likelihood
of traffic accidents.

We propose a novel approach based on field data and a natural experiment induced
by a change in EU roaming regulations. The specific policy, imposed in June 2017,
mandated mobile phone operators to abolish all roaming surcharges for EU cus-
tomers travelling outside their home country network within the EU. The policy,
dubbed Roam Like at Home (RLAH), implied that people travelling abroad within the
EU now face their home fee, which is substantially lower than pre-policy charges. As
a consequence, growth in roaming cellular traffic increased sharply after the policy.
Mobile data use while roaming grew by over 200 percentage points, whereas local
usage was not affected by the policy and faced stable growth rates.16 We hypothesise
that, as of June 2017, EU citizens driving abroad are more likely to be distracted by
their phone, while nothing changed for local usage.

We use microdata on all police-reported road accidents in the Netherlands from 2014
until 2018. We then use vehicle registration information to classify which (foreign)
drivers are plausibly treated by the RLAH policy. The causal effect of phone use
on road accidents is then estimated using a difference-in-differences (DiD) approach,
where we use the RLAH policy as treatment, and local users as control group. This
allows us to overcome endogeneity issues from earlier studies due to measurement
error in phone use and omitted variables. Our key identification assumption is that
in the absence of the policy, the number of vehicle accidents by roaming users should
follow similar trends to local drivers, for which we provide evidence in our parallel
trends plot.

Our findings imply that the increase in phone use due to the policy causes the number
of accidents to increase by around 10%. Under plausible assumptions, this implies a
crash risk odds ratio of around 3.8. Under the assumption that this mechanism also
carries over to local drivers and holds for other EU countries, our results then imply
that each year as many as 2,500 road fatalities in the EU can be attributed to phone
use. This suggests that about one-third of the gap between the EU target and the
observed number of fatalities shown in Figure 5.1 could be reduced by successfully
banning mobile phone use of drivers.

16Growth rates have been calculated using information from the International Roaming BEREC Bench-
mark Data Reports (for roaming) and the Dutch Authority for Consumers and Markets (for locals).
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This study contributes to the existing literature in five ways. First, our results pro-
vide a causal estimate of phone use on road safety based on a novel method. Sec-
ond, because our identifying variation comes from a very recent policy intervention,
our estimates take into account modern distractions of smartphones, and particularly
changes in mobile data use. Third, because our analysis is based on revealed and non-
experimental field data of all registered accidents in the Netherlands, we are able to
estimate an aggregate effect. This is especially relevant given the urgency of road
safety issues and the rapid growth in cellular traffic. Fourth, with our approach, we
can estimate how smartphone distractions affect accidents for different severity levels
and on different road types. We show that phone distractions increase accident risk
predominantly on local urban roads, which highlights that studies focusing solely on
highways underestimate the total effect. In addition, our results indicate that both
light accidents, as well as fatal accidents, increase due to smartphone use. Fifth, we
introduce an identification strategy that is directly applicable to all other countries
in the European Union, allowing for convenient cross-validation of our results using
data from other countries in future research.

The rest of this paper is structured as follows. Section 5.3 describes the policy context,
Section 5.4 explains the methods employed, and Section 5.2 presents the data we use.
Section 5.5 discusses our results, robustness checks, and implications. Finally, Section
5.6 concludes.

5.2 Data and context

5.2.1 Road safety data

We observe police reported accidents in the Netherlands as published by the Dutch
Ministry of Infrastructure and Water Management (specifically ‘Rijkswaterstaat’).
The maps in Figure 5.2 plot the locations and annual counts of vehicles involved
in accidents per province. The maps highlight that accidents are spread across the
country, but more concentrated around urban areas and highways.

Our data contains characteristics of road accidents and of the parties involved.17 For
each accident, we observe accident circumstances, such as day of the week, time of
the day, road type, weather conditions, and road surface conditions. Furthermore,
the dataset contains vehicle related characteristics, such as vehicle type, vehicle ma-
noeuvre just before the crash, sex and age of the driver, and the country in which the

17We use the full dataset available to researchers as we require privacy sensitive information on vehicle
registration nationality. A publicly available version of the data is available on data.overheid.
nl, but does not contain all party characteristics.
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(a) Accident locations. (b) Vehicles in accidents per year per province.

Figure 5.2: Maps of the Netherlands with accident locations and counts per province.

vehicle is registered.18 Finally, party related variables are also reported and provide
information such as age and sex of involved parties, casualty severity and whether
the casualty was a driver, passenger, cyclist, or pedestrian.

We directly observe the vehicles’ country of registration. Drivers of cars registered in
EU countries, but outside of the Netherlands are likely to reside in those EU coun-
tries. Therefore, vehicle registration is a good proxy of whether the driver incurs
roaming costs (before RLAH) or uses the local network instead.19 To abstract from
long term trends, we use data for the years 2014 until 2018, which contains 0.76 mil-
lion vehicles involved in 0.44 million accidents. Most accidents have more than one
vehicle involved (78%), therefore we use information at the party level to avoid mea-
surement error which may be present at the accident level, as police reports do not
18For our particular application we cannot use most of these characteristics as they are often missing

for non-local cars. This is because these data stem from the car registry in the Netherlands, which is
not connected to databases from other countries. The data does not contain information on whether
a car is rented or leased.

19Dutch law requires that any vehicle staying in the Netherlands for more than six months must ob-
tain a Dutch licence plate. Note that, due to our difference-in-difference method, misclassification
can pose a problem for the efficiency of our estimator, but will not bias our estimates under the
plausible assumption that misclassification is not correlated to the roaming regulation.

80



2014 2016 2018

30

60

90

1500

2000

2500

3000

7000

9000

11000

13000

Time

# 
Ve

hi
cl

es
 in

 A
cc

id
en

ts

Deadly

Injury

Material

Figure 5.3: Number vehicles involved in accidents per month by severity.

indicate which party was at fault. We discuss this issue and how we deal with it in
more detail in Section 5.4.2.

5.2.1.1 Trends in road safety

Figure 5.3 shows that there appears to be an increase in the number of vehicles in-
volved in accidents over all levels of severity. Over the period of study, our data
shows that the annual number of deadly accidents increased by around 20%, while
the number of accidents involving injury and material damage increased by about
50%, with most of the change between 2014 and 2016. In an average month there are
around 74 vehicles involved in deadly accidents, 2,381 vehicle accidents involving
injury and 10,280 vehicle accidents involving material damage.20

5.2.1.2 Grouping roaming drivers

We combine observations in our sample into six country groups for our main analysis.
The aim of this grouping is to strike a balance between, on the one hand, optimally
controlling for unobserved heterogeneity per country of origin (by means of group
fixed effects), and on the other hand, preserving statistical power by avoiding zero
20We also checked whether the number of vehicles per accident is stable over time, which turns out to

be the case, both for accidents with only locals as well as accidents with at least one roaming user
involved.
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counts (which are omitted due to the log transformation of the dependent variable,
see Section 5.4 for a discussion).

The first group contains vehicles with a Dutch registration and is our control group
(95.12% of sample). Second and third, are the two adjacent countries, with 1.76% of
German vehicles and 1.04% of Belgian vehicles, respectively. The fourth group con-
tains other western European countries, which account for 0.42% of vehicles in acci-
dents. Drivers from these countries often visit the Netherlands as tourists.21 The fifth
group contains Romanian, Polish, and Bulgarian vehicles (1.32%) which are relatively
common on Dutch roads due to joint economic activity and labour migration. More
than for other cases, drivers from these labour migration countries may have a Dutch
phone subscription and thus might not be treated by the RLAH policy. Therefore, it
is important to include a separate fixed effect for vehicles from these countries. It also
allows us to run a robustness check where we exclude vehicles from these countries,
which highlights that vehicles from these countries do not drive our overall results
(see Section 5.5.3.1). The sixth group contains all remaining EU countries (0.33%).

5.2.2 Descriptive statistics

5.2.2.1 Vehicles involved in accidents

Around 5% of vehicles involved in accidents are from roaming users, 46% of drivers
are female and the average age is 42 years old. Of the total number of accidents, 0.58%
are deadly, 18.7% result in injury, and 80.72% cause material damage only.22

Local and roaming drivers involved in accidents are roughly comparable, but roam-
ing users tend to be younger, male, and drive more on fast roads than local drivers.23

In terms of the damage reported, the share of material damage is relatively large for
roaming vehicles. This may be a reporting bias, as language barriers can make it
more likely for the police to be called in these situations with only material damage,
whereas locals may more easily settle without police present. Importantly, dissimi-
larities between local and roaming drivers do not threaten our identification under
the plausible assumption that the RLAH policy does not induce sorting.24 Dissim-
ilarities become more relevant when generalizing estimated effects to the untreated
21These are: France, Great-Britain, Denmark, Spain, Austria, Portugal, Luxembourg, Sweden, Italy,

Ireland, Norway, and Finland.
22Table 5.A.1 in Appendix A presents the descriptive statistics for vehicles involved in accidents.
23Table 5.A.2 in Appendix A provides more detailed descriptives of vehicles involved in accidents by

group.
24Figure 5.A.3 in Appendix A shows that the age distribution of roaming users does not change con-

siderably after the policy was implemented. We note, however, that even if we find a policy-
induced sorting in the distribution of drivers in accidents, this does not necessarily bias our esti-
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Table 5.1: Descriptive statistics for province-month data

Statistic N Mean St. Dev. Min Max
Panel A: Locals

Vehicles in accidents 720 953.11 757.40 84 3,297
log(Vehicles in accidents) 720 6.52 0.86 4.43 8.10
No trucks 720 189.13 133.80 26 564
Single vehicle accidents (SV) 720 742.60 590.43 72 2,503
Hotel Nights (× 1000) 720 148.99 118.92 11 565

Panel B: Roamers

Vehicles in accidents 3,600 9.78 13.41 0 92
log(Vehicles in accidents) 3,032 1.79 1.19 0.00 4.52
No trucks 3,600 1.68 2.53 0 20
Single vehicle accidents (SV) 3,600 6.16 9.54 0 71
Hotel Nights (× 1000) 3,600 22.21 72.31 0 707

population. We discuss the assumptions required to attribute the estimated effect to
all drivers in Section 5.5.4.

5.2.2.2 Distribution of accidents

Our dependent variable is the number of vehicles involved in accidents, aggregated
by province, month and country group. Table 5.1 presents descriptive statistics for
various subsets. Naturally, the mean of the count of vehicles involved in accidents is
in levels much larger for locals than for roaming users. In logs, however, the figures
are more comparable and the standard deviation is in the same ballpark. Further
we find that after controlling for the different mean levels —as we do by including
country fixed effects—the treated and control appear to have similar distributions
(discussed below).

Figure 5.4 shows histograms of the dependent variable after log transformation and
after demeaning for fixed effects. Panels (a)–(c) indicate that these empirical distribu-
tions are left-skewed, as to be expected from count data. Similarly, panels (d)–(f) show
that after taking logs of these counts, distributions still seem to be slightly skewed to
the left. However, if we demean by our panel and time fixed effects, as in panels
(g)–(i), distributions seem quite symmetric, albeit with a larger variance for roam-
ing compared to local users. This is non-problematic, however, when using standard

mates, as it may be a result of the policy e.g. younger drivers may be more likely to use their phone
and therefore be more represented in accidents, while the distribution of age groups in kilometres
travelled may be the same.
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Figure 5.4: Histograms of vehicles per month per province.

errors that are robust to heteroskedasticity.

5.2.2.3 Hotel nights data as proxy for traffic intensity

An important concern with our approach may be that country specific trends in traffic
intensity, or vehicle kilometres travelled (VKT), might drive our results. For example,
an increase in tourism over time may result in relatively more VKT by roaming users
and therefore increase the likelihood of a roaming accident after the introduction of
RLAH. We do not observe VKT for each drivers’ country at the required level of
temporal (monthly) and spatial (province) disaggregation. Instead, we use overnight
stays in hotels, obtained from Statistics Netherlands (2019a), to proxy for changes
in tourism and thereby monthly traffic intensity. For each province, we observe the
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number of overnight stays per month, disaggregated into guests’ country of origin.
We assess the quality of this proxy in two ways.

First, we observe country wide VKT at the annual level for locals and non-locals.
Figure 5.5 shows annual growth rates of hotel nights and VKT for local and roaming
(non-local) drivers. The figure highlights that over the course of the five years prior to
the treatment, VKT by roaming drivers grew more compared to local VKT. However,
a similar, yet even stronger trend is visible for hotel nights. Even when we exclude
the province containing Amsterdam, an obvious hot spot of growth in hotel nights,
we see a similar pattern. This suggests that we can capture trends in VKT with ho-
tel nights, albeit potentially overestimating changes in VKT as it increases relatively
less.

Second, we analyse how traffic intensity and the number of vehicles involved in acci-
dents are related to hotel nights for Dutch drivers, for which we observe traffic inten-
sities on highways at the province-month level (Statistics Netherlands, 2019b). Table
5.A.5 in Appendix A shows that, after controlling for time and panel (in this case sim-
ply province) fixed effects, there is no statistically significant effect of hotel nights for
Dutch nationals with respect to traffic intensity, or number of vehicles involved in ac-
cidents. Importantly however, we do find a statistically significant and robust effect
for the case of roaming drivers and the number of vehicles involved in accidents. This
suggests that hotel nights are a good proxy for country specific changes in VKT from
tourism and business related trips. Furthermore, the R2 in column (2) is 0.99, which
indicates that almost all of the variation in the traffic intensity can be explained by our
fixed effects, suggesting that group specific changes in traffic intensity are unlikely to
effect our estimates.25

25Note that we find a borderline significant (significant only at the 10% level) negative estimate for
hotel nights of locals in column (8). This might be an indication that drivers who are staying in a
hotel, are driving more safely because they are unfamiliar with the area. This would be in line with
findings in observational studies. Another possible explanation could come from region specific
holidays that vary in timing between years for given regions, and between regions for given years.
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5.3 The Roam Like at Home Policy
On 27 October 2015, the European Parliament adopted regulation No. 2015/2120
which prescribed that all roaming surcharges should be abolished within the EU.26

Following a decade of EU roaming regulations which aimed to gradually reduce
roaming fees within the EEA, the Roam Like at Home (RLAH) policy meant that, effec-
tive 15 June 2017, telecommunication network providers were required to abolish all
roaming surcharges in addition to domestic retail prices for EU roaming customers.

The policy dramatically reduced the costs of phone use abroad, both compared to the
gradual reductions prior to RLAH and compared to the pre-RLAH prices (BEREC,
2019). For example, leading mobile operators such as Vodafone Germany, offered
daily roaming packages such as EasyTravel in early May of 2017 providing “phone
calls, texting and surfing abroad [within the EU] just like at home” for a price of e2.99
per day. This equates to arounde90 per month and is over four times more than stan-
dard domestic packages offering calls, texts and data at the time (Vodafone, 2017).27

The special Eurobarameter (2018) survey, carried out one year after RLAH, suggests
that awareness of RLAH was already high with 62% of Europeans that travelled in
the previous 12 months being aware that roaming charges had been eliminated, and
only 19% of travellers claiming to never use mobile data (down from 42%). Neverthe-
less, around 50% of the respondents still claim to restrictively use mobile data while
abroad, suggesting that EU roaming users still use their mobile phones comparatively
less than locals.

To evaluate the effect of RLAH, we collect data on mobile phone usage of roaming
users in the EU from the International Roaming BEREC Benchmark Data Reports and
local usage from the Dutch Authority for Consumers and Markets (ACM).28 Figure
5.6 plots the average monthly data traffic in MB’s per roaming user for each quarter
between 2012 and 2018, with the shaded region representing when RLAH was ac-
tive.29 It indicates that since RLAH was introduced, roaming usage appears to catch

26Roaming refers to mobile phones connecting to a cellular network abroad. In the absence of regula-
tion, mobile network operators generally charge additional fees for using this service.

27Regulated wholesale data rates were capped at e0.05 per MB or e50 per GB, so using data outside
of a data bundle may have been restrictively expensive.

28BEREC only includes information on the number of active roaming users, referred to as roaming
subscribers in the BEREC reports, since the second quarter of 2016. BEREC considers a subscriber
to be a roaming subscriber if roaming services were active at least once in the concerned period.
In order to calculate the average monthly usage before this period, we predict the number of sub-
scribers using a log-linear model with a time trend and quarter dummies. Using total data usage
gives almost identical results (available from BEREC upon request). We document this in Appendix
B.

29Note that the second quarter of 2017 already contains 15 days during which the policy was active,
namely the second half of June. Furthermore anticipating RLAH, several large network providers
dropped roaming charges earlier in the year, such as Vodaphone UK in April (CNET, 2017).
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Figure 5.6: Average monthly data traffic per quarter.

up with developments in local cellular data traffic. Roaming usage is still about four
times lower than local usage after the policy, but this is a result of the relatively short
period of time European tourists spend outside their country of residence (e.g. the
average trip duration was about 8.4 nights in 2017 (Eurostat, 2019)). It also shows
that cellular roaming traffic exhibits a strong upward growth trend for both groups
and demonstrates a high degree of seasonal variation for roaming users. This is not
surprising as technological advancements (e.g. introduction of 4G-network) and the
increased adoption of smartphones has resulted in higher speeds, lower prices, and
more demand, while tourism, and therefore roaming usage, tends to be seasonal. It is
therefore useful, when comparing the annual growth rates of cellular traffic, to com-
pare each quarter with the same quarter in the previous year.

Figure 5.7 illustrates that the RLAH policy resulted in a very large increase in the
growth rate of phone use of roaming users one year after the policy while having no
discernible effect on locals. Table 5.A.4 in Appendix A documents the average annual
growth rate before and after the policy for roaming users as compared to locals. It
indicates a substantial increase in the growth rate of roaming data usage by 200 per-
centage points, while texts and calls also increased by around 20 to 80 percentage
points, relative to locals.30 This further demonstrates that the policy had large effects
on the overall phone use of roaming users, while especially effecting data usage.

5.4 Empirical methods
Our aim is to estimate how smartphone usage affects road safety. Because data on
smartphone usage of drivers is privacy sensitive and not made available for research
30RLAH was not the only roaming policy introduced during the period of study. Other regulations,

notably price caps, also resulted in moderate growth in roaming usage, which may explain the
increased growth in data around the end of 2014 (BEREC, 2016).
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Figure 5.7: Annual growth rates in cellular data traffic per quarter.

purposes, we use the implementation of the RLAH policy as a source of exogenous
variation. We hypothesise that a substantial reduction in phone usage fees induces
more phone use while driving, which in turn leads to an increase in accidents due to
driver distraction. Unique for the RLAH price change, and essential for our identifi-
cation strategy, is that fees for domestic phone use (i.e. within the home country) are
not affected by the policy. This allows us to define a control group, in our case drivers
with a Dutch phone subscription, and a treatment group, drivers with a phone sub-
scription from any other EU country. As a consequence, we can employ a difference-
in-differences (DiD) approach to estimate the effect of the policy-induced increase
in phone use on road safety. Below, we first introduce the general statistical model
and subsequently discuss how we deal with the statistical challenges that arise in our
setting.

5.4.1 Statistical model

We use a standard DiD approach, where we estimate how the RLAH policy affects
the number of vehicles involved in road accidents. We define Vit as the number of
vehicles involved in accidents for each country-group in each province, indexed by i,
at time t.31 Countries are grouped to strike a balance between optimally controlling
for unobserved heterogeneity per country of origin, and preserving statistical power
by avoiding zero counts (see Section 5.2.1.2 for more details). We consider the general
following model:

log(V )it = βTit + γHit + δWit + φi + κt + �it, (5.1)

31Because we essentially have a count model, our temporal and spatial resolutions are arbitrary. We
aim for the most fine-grained resolution to maximally use variation over time and space. We are
in this respect, constrained by the resolution of the essential control variables. We aggregate at the
province-month level because this is the most fine-grained resolution for which we can control for
country-specific VKT.
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where log denotes the natural logarithm. The treatment effect, denoted by Tit, is a
dummy equal to one after the policy was introduced for vehicles from roaming coun-
tries. We proxy for traffic intensity using vector Hit, which contains separate control
variables, in logs, for the number of hotel nights of locals and roaming users, and a
dummy in case we observe a zero.32 Further, vector Wit contains weather controls,
that we include to improve the efficiency of the estimator.33

Finally, we include panel and time fixed effects. Time-invariant characteristics of
drivers and the area in which they drive, such as the road network, attractiveness
to tourists, and number of car users, are captured by a country-group province fixed
effect, φi, which represents the panel element in our analysis. We also control for
any unobserved time trends affecting all drivers, for instance due to road mainte-
nance or infrastructure improvements, by including a time fixed effect, κt, for each
year-month.

We note that using a smartphone was rather costly for roaming users before the pol-
icy. It might therefore be useful to assume that before the policy roaming drivers
did not use their phone at all while driving. However, if roaming users did use their
phones while driving prior to new roaming regulations, we still accurately estimate
the effect of the price drop, but underestimate the total effect of phone use. Our es-
timates should therefore be considered as a lower bound of the total effect of smart-
phone distractions on road accidents.

5.4.2 Measurement error

Measurement error poses a statistical challenge in our setting, because we do not
directly observe within-vehicle phone use, nor the type of phone subscription drivers
have. Below, we identify three implications of this challenge and discuss how we deal
with them.

First, for multi-vehicle accidents, we cannot identify which driver caused the acci-
dent, if any at all. This means that we have measurement error in the dependent
variable, which makes our estimates potentially imprecise, albeit still unbiased if
the measurement error is random. We address this issue by focussing on vehicles
rather than accidents because multi-vehicle accidents might include both treated and
control-group drivers. In addition, we also perform a robustness check where we
32We obtain hotel nights per province per country of origin from Statistics Netherlands (2019a), which

is measured in thousands. In case of a zero, which we only observe for roaming countries, we set
the value to one (so that the log is zero) and use a dummy to control for these cases separately. This
means that we correct for any bias due to inflation at when a zero is reported.

33These include for each province and month the average temperature, average rainfall, and number
of days with temperatures below 0 °C.
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consider a subsample with single-vehicle accidents (e.g. a car crashing into a tree).
This approach rules out measurement error of this sort but comes at the cost of hav-
ing less statistical power, as only a small fraction of the accidents in the data are
single-vehicle accidents (17.58%). As it is a priori not possible to decide which is the
preferred approach, we report results for both estimation strategies.34

Second, some drivers of vehicles that are registered abroad might still have a Dutch
phone subscription. For instance, drivers that live in bordering regions in Belgium
or Germany and often work in the Netherlands. These drivers will be erroneously
classified as treated, and will bias our estimates downwards.35 To address this issue,
we will run a robustness check where we exclude all border provinces, as it is likely
that this measurement problem is most pronounced in those regions.

Third, some roaming users may not have to pay smartphone charges themselves.
One can think of unlimited subscriptions paid by drivers’ employers or having a
Dutch subscription while living just across the border. This insensitivity to the price
would also result in a downward bias of the estimate. We address this concern in
two ways. Firstly, we re-estimate our main model on a sub-sample where we exclude
trucks and vans, assuming that drivers of these vehicles are most likely to have such
arrangements with their employer, and secondly, on a sub-sample without bordering
countries or typical labour migration countries.

5.4.3 Trends in vehicle kilometres travelled

A potential confounding factor is vehicle kilometres travelled (VKT) by roaming
drivers. For instance, because countries and provinces vary in their popularity as a
holiday destination over time (Taylor and Ortiz, 2009), there may be more roaming
accidents due to increased tourism rather than due to increased phone distractions.
Another potential reason for temporal variation in VKT by roaming drivers could
come from changes in trade and business trips as a result of ongoing globalisation.
Because these trends affect treated drivers (e.g. tourists) but not local drivers, it
poses a potential threat to our identification strategy and may lead to overstating the

34Another related issue which is solved by taking single-vehicle accidents is that roaming accidents
may result in more multi-vehicle accidents. This would violate the SUTVA, but it is unlikely to
be problematic in this setting due to the size of the control group; around 95% of vehicles in our
accidents sample are part of the control group. Also, we also checked whether the number of
vehicles per accidents changes over time, which is not the case, both for accidents with only locals
as well as accidents with at least one roaming user involved.

35Additionally, some roaming users might be driving a Dutch car, for instance, a rental car, and will
hence be erroneously designated as untreated. This may lead to a small downward bias, how-
ever, due to a large number of accidents in the control group (local users) it is unlikely to have a
substantial effect.
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effect of phone distraction on road safety.

Ideally, one would want to directly control for VKT to avoid any bias from traffic
intensity, but this information is not available.36 Instead, we show that the number
of hotel nights per country of origin is a good proxy for both tourism and business-
related traffic (see Section 5.2.2.3 for an extensive discussion on the quality of this
proxy). This implies that, if the relation between traffic and hotel nights is stable
over time, then controlling for hotel nights will absorb a bias that stems from VKT
trends of roaming drivers.37 Nevertheless, we also perform two additional robustness
checks. Firstly, we include a roamer-specific linear time trend which captures nation-
wide trends in accidents of all roaming users combined. This approach then estimates
the policy effect conditional on a roaming-user-specific trend in accidents, which pro-
vides a lower bound for the estimated effect. This time trend does, of course, also
absorbs part of the treatment effect, such that this estimation is only useful to assess
our estimates’ sensitivity to trends. Secondly, we re-estimate our models using only
two years of observations between July 2016 and July 2018 (i.e. one year before and
one year after the policy), for which it is implausible that there are major trends in
tourism transport modes conditional on hotel nights.

5.4.4 Standard errors

In our setting, the number of observations depends on an arbitrary temporal and spa-
tial resolution. We aggregate vehicle data to province-month observations, to align
the resolution with our control variables. However, if accidents are serially correlated,
ordinary least squares (OLS) standard errors may be too small (Bertrand et al., 2004).
To address this issue, we cluster our standard errors at the time-invariant level of a
province and country-group, which leaves us with 12× 6 = 72 clusters (12 provinces
and 6 country groups). In addition, we run a robustness check where we ignore all
time-series variation and aggregate our data into two periods, one before and one
after the policy. This rules out any autocorrelation in error terms, and the outcome
highlights that our results and standard errors are hardly affected by serial correla-
tion.

36For non-Dutch vehicles, Statistics Netherlands only provides imputed annual figures of VKT for
the whole country. For all traffic combined, there are intensity measures available at the province-
month level. These will be used to validate our VKT proxy (hotel nights).

37This is a reasonable assumption for our five-year study period, but may not hold in the long run
(e.g. if cheap flights and high-speed trains make cars a less attractive mode).
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Figure 5.8: Roaming and local user vehicles in accidents.

Figure 5.9: Graphical representation of common trends in aggregated province-month data.

5.5 Results

5.5.1 Parallel trends

We first examine overall trends of local vehicles (control group) and roaming vehi-
cles (treated group) involved in accidents. Figure 5.8 shows that nationwide accident
counts for these groups follow similar trends.38 The figure also highlights that these
measures are quite noisy and that no clear jump is observable around the policy in-
troduction in 2017.

For a more rigorous analysis of a common trend, in Figure 5.10 we plot estimates of a
monthly treatment effect, while including all controls and fixed effects as in our pre-
ferred specification in (5.1). Here, the coefficients are estimated using an indicator for
whether the province-month count of vehicle accidents are for roaming users, inter-
acted with year-month dummies.39 The results in Figure 5.10 indicate that no clear
pre-trend exists and that local drivers are a suitable control group for roaming drivers,
conditional on controls and fixed effects. Furthermore, after the policy, there is a clear

38In January 2014 there are fewer roaming user accidents, this seems to be a reporting-issue in the data
source. Our robustness check where we focus only on one year before and after the policy indicates
that this issue does not affect our conclusions.

39Specifically, the figure plots the βτ coefficients from estimating:

log(Vit) =
60�

τ=−41

βτRi,t−τ + γ log(Hit) + φi + κt + �it, (5.2)

where Ri,t−τ is an indicator variable for whether the vehicle count is for roaming users or not, in-
teracted with a year-month dummy, and βτ is the effect of the policy for each year-month t. To be
able to include the seasonality fixed effect κt in this setting, we omit the treated×year-month dum-
mies for the first full year; otherwise perfect multicollinearity emerges. The error bars represent
robust 95% confidence intervals for each monthly point estimate.
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Figure 5.10: Treatment effect per month for full sample (top) and single-vehicles (bottom).

positive impact on accidents as indicated by the increased proportion of positive and
statistically significant estimates.40 This pattern is even more pronounced in the bot-
tom panel of the plot, where we focus specifically on single-vehicle accidents.

5.5.2 Estimation results
Table 5.2 shows the estimation results with incremental levels of controls and fixed
effects. Column (1) shows that with only the minimal DiD controls, we find a sta-
tistically significant effect of over 12%.41 Column (2) shows that overall time trends
(captured by year×month fixed effects), and weather controls hardly change the es-
timated treatment effect. In column (3) we add panel fixed effects, where our panel
identifier is a province-country group. This increases the point estimates and low-
ers the standard errors, indicating that these fixed effects improve the efficiency of
the estimator and suggests that accident counts are heterogeneous across provinces
and country-groups. Column (4) shows that the estimated treatment effect declines
significantly when we add a linear roaming-specific monthly time trend. This is po-
tentially a bad control that can also pick up part of the treatment effect, but the results
here imply that any major nationwide trends in accidents of roaming users only par-
tially affect the results.

Our preferred specification is the one used in column (5), in which we include controls
4044% of the coefficients are positive and statistically significant post-policy as compared to only 10%

pre-policy.
41Here we run the most simple DiD regression, which includes a dummy for the RLAH policy, a

dummy for whether the country group consists of roaming users, and the treatment effect is the
interaction between these two dummy variables.

93



Chapter 5. The effect of smartphone usage fees on road safety

Table 5.2: Main regression results

log(# Vehicles in Accidents)

(1) (2) (3) (4) (5)
Treatment effect 0.124∗∗∗ 0.125∗∗∗ 0.176∗∗∗ 0.089∗∗∗ 0.094∗∗∗

(0.034) (0.035) (0.025) (0.030) (0.031)
Roamer × trend 0.003∗∗

(0.001)
log(Hotel nights roamers) 0.298∗∗∗

(0.076)
log(Hotel nights locals) -0.089

(0.063)
Temperature 0.057∗∗∗ -0.005∗ -0.005∗ -0.004∗

(0.016) (0.003) (0.003) (0.002)
Rain 0.061 -0.001 -0.001 0.003

(0.061) (0.012) (0.012) (0.013)
# Frost days 0.157∗∗∗ 0.025∗ 0.025∗ 0.019

(0.040) (0.013) (0.013) (0.012)
Time FE Yes Yes Yes Yes
Panel FE Yes Yes Yes
Clusters 72 72 72 72 72
Local vehicles 686k 686k 686k 686k 686k
Roaming vehicles 35k 35k 35k 35k 35k
Observations 3,688 3,688 3,688 3,688 3,688
R2 0.729 0.748 0.965 0.965 0.967

Notes: Column (1) is a basic DiD regression which includes a dummy for roaming user, policy and
the interaction between roaming user and policy (denoted treatment effect). Robust standard errors
in parentheses are clustered at the province and country-group level. Hotel nights are split into two
orthogonal variables for local and roaming users. An additional dummy is included when hotel nights
were inflated (only occurs for roaming users). ∗∗∗, ∗∗, ∗ indicate significance at 1%, 5%, and 10%.

for hotel nights as a proxy for traffic intensity. We find a point estimate of 0.094 with
a standard error of 0.031. This implies that the policy-induced increase in phone use
leads to an increase in the number of vehicles involved in accidents of 9.91%, with
a 95% confidence interval of 3% − 17%. The point estimate declines as compared to
(3) and the hotel nights elasticity of roaming users has the expected sign. It indicates
that a 1% increase in hotel nights for roaming users is associated with an increase of
around 0.3% in the number of vehicles involved in accidents. The hotel nights effect
is insignificant for locals, conditional on our set of fixed effects. This makes sense as
traffic intensity for roaming users is likely to follow seasonal tourist trends while most
local traffic is generated by work commutes and other daily activities. Importantly,
fixed effects already absorb overall trends in VKT, heterogeneity across provinces,
and heterogeneity across vehicle countries. Therefore, the statistical significance of
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the hotel nights elasticity, and the fact that the point estimate of the treatment effect
is smaller when we include hotel nights, highlights that we indeed capture country-
specific long term trends in VKT.

5.5.3 Robustness checks

In this section we perform a vast range of robustness checks. Tables with results are
available in Appendix C.

5.5.3.1 Measurement error and endogeneity

One type of measurement error arises because we do not accurately observe which
vehicle potentially caused the accident. Table 5.C.1 in Appendix C shows estimation
results using different subsets of accident types and vehicle involvement. Columns
(1–2) show that focusing on different types of accidents yields very similar results. Ex-
cluding trucks and focusing on single-vehicle accidents leads to very similar or only
slightly stronger point estimates. Focusing on single-vehicle accidents may suggest
we reduce measurement error slightly, but again the point estimates are not statisti-
cally different from the main estimate.

As discussed before, our analysis may suffer from measurement error in the treatment
assignment, for instance by having a Dutch phone subscription while still driving a
non-Dutch car or vice versa. It is likely that measurement error is most pronounced
in bordering provinces and for drivers with a close connection to The Netherlands.
This can either be due to proximity (like bordering regions or countries) or due to
strong economic links (e.g. labour migration). If we exclude bordering countries, we
find somewhat larger effects while if we remove bordering provinces or drivers from
labour migration countries, we find only slightly smaller effects. Excluding border
provinces also mitigates potential concerns that border provinces face more VKT due
to the policy, e.g. if people are more likely to go shopping across the border because
phone usage is cheaper. Such an endogenous response might induce sorting and
thereby poses a threat to our identification strategy. These results indicate that our
results do not suffer from a severe downward bias from measurement error.

5.5.3.2 Accounting for VKT trends

So far, we have assumed that country-of-origin specific trends in VKT are
well-captured by our hotel nights proxy. Results from Section 5.2 suggest that this is
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a plausible assumption. Nevertheless, to further rule out any issue with long-term
trends in non-local road traffic as a potential confounder, in columns (1–2) of Table
5.C.2, we restrict our sample to one year before and one year after the policy (i.e.
from June 2016 to July 2018). This approach yields an estimate of 6.8% for all vehicles
and 14% for single-vehicle accidents which are very comparable to our main results.
This highlights that long term trends in VKT cannot explain the observed increase in
vehicles involved in accidents.

5.5.3.3 Accounting for auto-correlation in error structure

In our main analysis, we use the number of vehicles involved in accidents per
province per month as the observational unit. If there is strong serial correlation,
then OLS standard errors may be incorrect, even when clustering at a time-invariant
level as we do (Bertrand et al., 2004). To deal with this issue in the most conservative
way, we re-estimate our main models on data aggregated to pre and post-policy
averages.42 Columns (3–4) in Table 5.C.2 show that the statistical significance is only
slightly lower as compared to our main analysis (the t-statistic = 2.1 as compared
to 3.1 in our preferred specification). This provides strong evidence that serial
correlation does not pose a threat to our statistical inference.

5.5.3.4 Weighting

Our aim is to approximately recover the phone-use effect per driver, rather than at
a province level. This suggests that we should use sample weights for VKT at the
individual level.43 Because these data are not available on the vehicle accident level,
we test the robustness of our results to four weighting schemes that are closely re-
lated to VKT.44 As regions differ in the total number of roaming drivers involved in
accidents, this also allows assigning higher weights to provinces that tend to have
relatively more roaming drivers and therefore may be more informative. Table 5.C.3
shows that our main results hardly change if we use weights based on 1) roaming ac-
cident numbers, 2) total accident numbers, 3) traffic intensity, and 4) hotel nights. This

42After aggregating, the data represents the log number of vehicles, hotel nights, and weather condi-
tions, by country group and province, for an average month in the pre and post data.

43Note however that weighting might lead to erroneously small standard errors when there is clus-
tering in the disturbances (Solon et al., 2015). Therefore, as the latter is likely to be the case in our
setting, we are cautious with weights and report the more conservative estimates (without weight-
ing) as main results.

44Note that for accident numbers we use the time-invariant pre-policy number of roaming and total
accidents.
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suggests that our fixed effects and log-level specification already sufficiently account
for differences in VKT between regions.

5.5.3.5 Accounting for zero counts

In our main analyses, we use a log-linear specification, which performs well with
a sufficient number of accidents. However, during some months, for some country-
groups, we observe few or even zero vehicles in accidents (14.02% pre and 4.95% post
policy). These cases are naturally excluded from our log-linear regressions. However,
they might be less likely to occur after the policy due to policy-induced phone dis-
tractions. As a consequence, our estimations might suffer from a slight downward
bias by excluding more zero counts before than after the RLAH policy introduction
for treated vehicles. To test if such a bias exists, we re-estimate our main specifica-
tion as in (5.1) using a Poisson pseudo-maximum likelihood count model. Table 5.C.4
presents the results from this re-estimation, which allows us to include all province-
month observations.45 The coefficients are remarkably similar and in column (5), our
preferred specification with hotel nights, the results indicate that the policy caused
9.4% more accidents and is statistically significant at the 1% level.46

5.5.3.6 Heterogeneous effects

In addition to the average treatment effect that we estimate in our main analysis, we
test for measurable heterogeneity in the effect of phone use, for various subgroups of
drivers and road characteristics.

We first test whether the effect size varies by age group. Table 5.C.5 in Appendix
C suggests that our main effect predominantly applies to drivers in the age group
between 30 and 50. We find statistically insignificant effects for age groups below
30 and above 50. However, as the 95% confidence intervals overlap, we cannot con-
clusively determine that the effects are statistically different, which might be due to
less precision. Lab-based studies also tend to be inconclusive on the performance
differences of distracted driving across age groups. Oviedo-Trespalacios et al. (2016)

45This means we have 4,248 province-month observations as compared to 3,688 in column (5) of Table
5.2.

46Column (4) of this specification indicates that it indeed appears that the roamer specific time trend
is a bad control, as could be expected.
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Table 5.3: Estimation results using subsamples of road types and severity.

log(# Vehicles in Accidents)

< 50km/h 50km/h - 100km/h >100km/h Fatal/Injury Material
(1) (2) (3) (4) (5)

Treatment effect 0.098∗∗ 0.050 -0.065 0.115∗∗ 0.083∗∗

(0.038) (0.040) (0.049) (0.054) (0.033)
log(Hotel nights roamers) 0.178∗∗∗ 0.260∗∗∗ 0.220∗∗∗ 0.130∗∗ 0.294∗∗∗

(0.058) (0.078) (0.045) (0.051) (0.075)
log(Hotel nights locals) -0.031 0.004 -0.125 0.214∗∗∗ -0.144∗∗

(0.054) (0.065) (0.116) (0.077) (0.067)
Weather controls Yes Yes Yes Yes Yes
Time FE Yes Yes Yes Yes Yes
Panel FE Yes Yes Yes Yes Yes
Weather controls Yes Yes Yes Yes Yes
Clusters 72 72 72 70 72
Local vehicles 368k 135k 101k 133k 554k
Roaming vehicles 14k 8k 9k 3k 32k
Observations 3,083 2,796 2,818 2,136 3,636
R2 0.964 0.955 0.934 0.961 0.965

Notes: Robust standard errors in parentheses are clustered at the province and country-group level.∗∗∗,
∗∗, ∗ indicate significance at 1%, 5%, and 10%.

synthesise the most recent literature, and find that although “older drivers tend to
engage less in a secondary task like using mobile phones while driving [...], the per-
formance of younger drivers, who are inclined to use a mobile phone while driving,
has been reported to be less affected by mobile phone tasks than older drivers” (p.
369). It is therefore not surprising that many studies report a negligible effect of age
differences.

We also investigate the treatment effect on different road types. Phone distractions
may disproportionately impact the likelihood of causing an accident in more chal-
lenging road conditions, such as in urban areas and on local roads where drivers
often share the road with other vehicles and modes (e.g. pedestrians and cyclists).
To test this hypothesis, we split the sample into three road types based on the speed
limit. To assure sufficient statistical power, we define the following three road classes
with roughly equal numbers of accidents: below 50 km/h, between 50 km/h and 100
km/h, and above 100 km/h. These groups roughly represent local roads in urban ar-
eas, local roads in rural areas, and highways. Similarly, we test whether our estimates
are different for vehicles involved in more severe accidents (fatal or injury) versus
accidents with only material damage. Results of these estimations are presented in
Table 5.3.
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Columns (1–3) indicate that most of the estimated effect comes from local roads, and
we do not find evidence of a reduction in road safety on highways. This suggests
that phone distractions are either more risky on local roads (e.g. due to crossings
and traffic lights), or that drivers use their phone less frequently on highways (e.g.
because it is perceived as more dangerous).47

Finally, columns (4–5) indicate that the main result holds, regardless of accident sever-
ity, suggesting that mobile phone distractions play an important role in accidents with
varying degrees of severity. Our results do not support the hypotheses that phone
distractions predominantly increase accidents with material damage, for instance, if
people mostly use phones in low-speed, low-risk, situations like traffic jams.

5.5.4 Implications

Our robustness checks indicate that the effect of phone use generally falls within the
95% confidence interval 3%− 17% of our main estimate. Furthermore, 9.91% is likely
to be a conservative estimate of the total effect of phone use because we only esti-
mate the effect induced by the price drop, while roaming users were likely to use
their phones, albeit infrequently, prior to the policy. In this section, we calculate the
total number of accidents and the relative risk of phone use implied by our main
estimate.

5.5.4.1 Total number of accidents caused by phone use

To calculate the number of accidents associated with phone use, we compare the ob-
served number with a counterfactual situation where all drivers face phone usage
fees equal to the pre-policy roaming charges. In other words, we consider how many
accidents could be avoided if all drivers faced higher phone usage costs and thereby
used their phones less. This is a policy-relevant variable because governments can
directly affect these costs by, for example, imposing more stringent regulation which
increases the costs of being caught using a mobile phone while driving. Importantly,
the RLAH policy abolished additional roaming surcharges, such that after the policy,
roaming and local users face the same phone use costs and accident risk.48

47We cannot fully isolate the effect of phone usage from that of increased car navigation, but the fact
that we find only an effect on urban roads may indicate that car navigation does not increase safety
in urbanised areas.

48In other words, the RLAH policy caused roaming drivers to ‘catch up’ with local drivers’ smart-
phone usage and the distractions and associated accident risk. There may still be variations across
mobile phone plans and across countries, but these no longer depend on roaming or local use. In
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We effectively estimate a local average treatment effect (LATE) of smartphone use
while driving, using the RLAH policy as a shifter. The effect is local because some
roaming drivers may not comply with the new policy in the sense that they may
not increase smartphone usage. If we assume that non-compliance is the same in the
treatment and control group, and that the treatment and control group are sufficiently
comparable, then we can generalise our LATE to an average treatment effect (ATE)
for all road users.

Based on observable driver characteristics, roaming users tend to be younger and
drive on faster roads than local drivers (see discussion in Section 5.2.2). Nevertheless,
our analysis on heterogeneous effects across age groups suggests that differences in
driver age lead to similar results, while highways tend to be safer than local roads
with respect to the accident risk of phone distractions (see Table 5.A.3 in Appendix
A). Therefore, based on observable characteristics, our estimates may underestimate
the ATE because roaming users are more likely to drive on highways.

One remaining concern might be that unobservable driver characteristics, such as
familiarity with roads and other infrastructure, make roaming and local drivers not
comparable. For instance, if driving on unfamiliar roads increases accidents risk,
then this may be further exacerbated by phone distraction. However, Intini et al.
(2018) find no clear evidence for increased accident risk due to unfamiliarity with the
road network. On the contrary, they find that familiarity is associated with increased
accident risk. More research is required to understand the interaction between driver
distractions and road familiarity, but at this stage there seems to be no clear indication
that our results overestimate the ATE due to road familiarity.

In sum, it seems plausible that our estimate is roughly similar to the ATE. Our results
then imply that phone use causes 13,563 additional accidents annually in the Nether-
lands, of which about 2,536 result in injury and 79 are fatal. Furthermore, if the ATE
is applicable to other EU countries, this would imply that around 2,500 road fatali-
ties in the EU in 2018 may be attributable to phone use.49 As shown in Figure 5.1,
the gap between the EU 2020 target and actual fatalities was 28% (7,044 cases). Our
results then suggest that around one-third of this gap could be closed by successfully
banning mobile phone use while driving.

addition, these differences are most likely fairly constant over time in the short run and are more
related to local demand and supply conditions than to the RLAH policy.

49This can be calculated by multiplying our main estimate by the total number of fatal vehicle acci-
dents in 2018, so 9.91% × 25,058 = 2,470.
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5.5.4.2 External effect

We do a back-of-the-envelope calculation to determine the share of drivers that got
involved in accidents without being distracted themselves. This can be loosely in-
terpreted as a smartphone-induced increased in the external effect of car use. Let us
assume that in each accident, just one driver was potentially causing the accident due
to phone distraction. Then, out of 764k drivers involved in accidents in our data,
334.89k (43.8%) of them were involved in a crash without contributing to the cause
of the accident themselves. If we focus on local roads—where we find the strongest
effect of distraction—we find a similar figure of 43.9%.

We use these figures to calculate a simple smartphone-induced increase in the ex-
ternal safety effect of car use, expressed in terms of vehicles involved in accidents.
Starting with our main estimate of a 9.91% increase in vehicles involved in accidents
due to phone distractions, we calculate that in all accidents, on average about 4.1%
of vehicles were affected due to distraction of other drivers. Note that this calculation
crucially hinges on the assumption that in each phone-induced accident, only one
driver was distracted. This may seem plausible but may be violated in rare cases.

5.5.4.3 Crash risk odds ratio

We follow Bhargava and Pathania (2013) and translate our estimate for the effect of
the change in mobile phone use, due to the RLAH policy, on the number of vehicles
involved in accidents to the crash risk odds ratio (or ‘relative risk’) which allows us
to compare our results to the existing literature. This requires two key parameters,
the percentage of roaming users that are on their phone while driving or the ‘base-
line prevalence’, and the change in phone use due to the policy, denoted by b and c
respectively.

Observational studies, based on roadside surveys, indicate that average phone use in
the car ranges between 1 − 11% (European Road Safety Observatory, 2015).50 These
field studies do not distinguish between roaming and local drivers. However, there
is a good reason to expect that the baseline prevalence is overestimated for roaming
users because roaming was very costly before RLAH. Therefore we consider a range
of b ∈ [0.01, 0.10], in the sensitivity analysis, but note that lower values are more
likely.

50Based on a naturalistic driving setting between 2012 and 2015, Dingus et al. (2016) observe handheld
cell phone prevalence in the US to be about 6.3%. There is no reason to expect that prevalence is
substantially different in the Netherlands, and therefore, we expect that the findings in European
Road Safety Observatory (2015) capture a meaningful range for our study.
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As for the increase in phone use due to the policy, Table 5.A.4 suggests that RLAH
induced an increase in the annual growth rate of mobile data of around 200 percent-
age points, and calls and texts of around 80 and 20 percentage points, respectively.
We assume that aggregate changes in roaming use also apply to drivers visiting the
Netherlands and consider a range of c ∈ [0.5, 2]. It is possible that most of this 200
percentage points increase comes from watching videos and playing songs, which
may not (fully) translate to an equivalent increase in distractions while driving. This
would imply that the lower values in the specified range for c are more relevant and
more applicable to our setting.

Using these parameters, we can calculate a range of possible relative risk factors,
denoted by RR, implied by our preferred estimate, β̂, using the formulation:

β̂[1× (1− b) +RR× b] = RR× bc− bc. (5.3)

To reflect the uncertainty of these assumptions, Table 5.4 illustrates how our key pa-
rameters influence the implied RR estimates. It indicates that RR is decreasing in the
baseline prevalence and in the change in phone use due to the policy. In other words,
if the policy had a small impact on phone use and roaming drivers used their phone
very little prior to the policy, our estimate implies larger risks associated with phone
use while driving.

That said, we take a conservative estimate for the baseline prevalence of 3% and the
change in phone use due to the policy of 100%. This would imply a relative risk of
phone use of 3.8.51 We consider this to be a conservative estimate as it is unlikely
that roaming drivers used their phones as intensively as local drivers due to the high
pre-policy roaming costs.

Comparing these estimates to the existing literature suggests that our conservative
estimate of the crash risk associated with modern smartphone usage is similar to ear-
lier crash-based studies, but are significantly larger than recent field studies.52 This
suggests that the crash risks of phone use are slightly lower in magnitude than those
found for positive levels of blood alcohol.53 As mentioned earlier, previous research
focuses mainly on the effects of calling, or focuses on specific road types and phone
use, however, modern smartphones offer substantially more usability and poten-
tial for distraction, and our findings suggest that these effects are more likely to be

51Re-arranging terms, we can find RR = β̂−β̂b+bc
b(β̂+c)

. Plugging in b = 0.03 and c = 1 gives: RR = 3.8.
52Redelmeier and Tibshirani (1997) find a RR of about 4.3, Dingus et al. (2016) find the RR of cell phone

use to be 3.6, and Bhargava and Pathania (2013) do not find any effect. Hersh et al. (2019) do not
calculate the RR, however their main estimate of 1.1% is far lower than our main estimate of 9.91%.

53Levitt and Porter (2001a) finds a crash risk of 7 and 13 for positive levels of blood alcohol and illegal
levels respectively.
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Table 5.4: Sensitivity of implied accident risk.

Baseline prevalence, b

∆ phone use due to RLAH, c 1% 2% 3% 5% 10%
50% 17.10 8.90 6.20 4.00 2.30
80% 11.70 6.30 4.40 3.00 1.90
100% 9.80 5.30 3.80 2.60 1.70
150% 7.00 4.00 2.90 2.10 1.50
200% 5.60 3.30 2.50 1.80 1.40
Notes: This table presents the relative accident risk implied by our baseline estimate from column (5)
in Table 5.2. The relative risk is calculated by re-arranging equation (5.3) such that: RR = β̂−β̂b+bc

b(β̂+c)
.

Baseline prevalence reflects the percentage of time roaming drivers spend on the phone while in the
car. An illustration is outlined in the text.

present on local urban roads. Our estimates for the change in mobile phone use due
to the RLAH policy suggest that we mainly pick up an effect from using more mobile
data (increase in the growth rate of about 200 percentage points as compared to local
drivers) which may explain why we find larger implied relative risk estimates than
some earlier field studies.

5.6 Conclusion
In this study, we provide novel evidence on the effect of cell phone use on car acci-
dents. We exploit variation in the cell phone usage fees in the Netherlands following
the Roam Like at Home (RLAH) policy introduced by the European Union (EU) in
2017. This intervention is used as a treatment, and applies to roaming users—non-
Dutch drivers from the EU—, which allows us to employ a difference-in-differences
approach.

We show that the growth rate of mobile calls, texts, and particularly data usage in-
creased substantially after the change in roaming regulations, making roaming phone
use more in line with usage in home countries. While we do not directly observe ac-
tual phone use of drivers, the observed increase in usage is likely to (partly) carry
over to phone use while driving. We estimate that decreased smartphone usage fees
lead to an increase in the number of vehicles involved in accidents of 9.91% (95%
confidence interval 3% − 17%). This is likely to be an underestimate of the total ef-
fect of phone use while driving, as our estimates capture the effect of an increase in
smartphone use, which was not fully absent before the policy.

Under the assumption that the identified mechanism carries over to all EU drivers,
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our estimate implies that, in 2018, around 2,500 road fatalities in the EU could be
attributed to phone use. Our results then suggest that around one-third of the gap
between realised safety improvements on roads and the EU 2020 target can be at-
tributed to mobile phone use.54

Our findings indicate that the existing literature may underestimate the risks associ-
ated with modern smartphone usage while driving. Our main result implies a crash
risk odds ratio associated with mobile phone use of around 3.8, which is likely to be
a conservative estimate. All in all, our results suggest that smartphones are making
roads less safe, and this has important implications for road safety policies. Further-
more, as people are at least to some degree aware of an additional risk from looking
at their phone, our results suggest a strong preference for phone use.

Our paper provides an estimate of the average effect of smartphone usage on the num-
ber of vehicles involved in traffic accidents, which may conceal considerable differ-
ences between specific groups of drivers. We look into heterogeneous effects by es-
timating models for different sub-samples (e.g. for different age groups, or exclud-
ing trucks). Future research could delve into this further, by estimating propensities
of specific groups of drivers to use their phone while driving. Ride-hailing drivers,
for example, may have a relatively high propensity to be distracted by their phone,
which might be an important factor in explaining the results of Barrios et al. (2020),
who find that ride-hailing services increased the number of traffic accidents in the US.
Such evidence could provide valuable input for related regulation and policies.

54In 2018, the EU was 28% away from their 2020 target (see Figure 5.1).
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Appendix 5.A Additional descriptives

Table 5.A.1: Descriptive statistics: Vehicles in accidents.

Statistic N Mean St. Dev. Min Max
Roaming 764,065 0.046 0.210 0 1
Age 561,136 42.488 15.015 0.000 110.000
Female 764,065 0.455 0.707 0 10
Maximum speed (km) 653,055 63.726 26.823 15.000 130.000
Deadly 764,065 0.006 0.076 0 1
Injury 764,065 0.187 0.390 0 1
Material 764,065 0.807 0.394 0 1

Table 5.A.2: Descriptive statistics by group: Vehicles in accidents.

Variable Roaming Local Diff Tstat
Age 40.903 42.566 -1.663 18.998
Female 0.383 0.459 -0.075 21.007
Maximum speed (km) 74.511 63.200 11.312 -62.898
Deadly 0.006 0.006 -0.000 0.503
Injury 0.088 0.192 -0.103 65.301
Material 0.906 0.802 0.104 -63.736
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Figure 5.A.1: Fatality rates in road accidents over time in major EU countries and the Nether-
lands
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Table 5.A.3: Relative frequencies of road types by severity

Local roads Major roads Highways
Fatal/injury 14.1 % 4.3 % 2.0 %
Material damage 46.8 % 17.9 % 14.8 %
Total 60.9 % 22.2 % 16.9 %

Table 5.A.4: Difference-in-differences in annual growth of phone use.

Annual growth rate (%) ∆ Annual growth rate (p.p.)

Usage User Pre Post Diff DiD
Calls Local 4.29 -2.49 -6.78
Calls Roaming -1.06 71.16 72.21 78.99
Data Local 67.05 83.82 16.76
Data Roaming 68.09 285.89 217.80 201.04
Texts Local -18.24 -1.80 16.45
Texts Roaming -22.01 18.37 40.38 23.93

Notes: Pre-policy refers to the the average annual growth rates of cellular traffic comparing each quar-
ter with the same quarter in the previous year, over three years (Q1 2014 − Q1 2017) prior to the
implementation of RLAH. Post-policy is one year, Q2 2017 − Q1 2018, after RLAH.
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Figure 5.A.2: Age of local and roaming users.

5.A.1 Analysis of hotel nights as proxy for vehicle kilometres
travelled
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Figure 5.A.3: Age of roaming users pre and post policy.

Table 5.A.5: Regression results for analysing traffic and hotel nights for Dutch drivers.

log(Traffic intensity) log(# Vehicles in accidents)

(1) (2) (3) (4) (5) (6) (7) (8)
log(Hot. loc.) 0.241∗∗ 0.043 0.787∗∗∗ 0.114 0.629∗∗∗ -0.132∗

(0.108) (0.065) (0.117) (0.084) (0.070) (0.075)
log(Hot. roam.) 0.288∗∗∗ 0.322∗∗∗ 0.303∗∗∗ 0.311∗∗∗

(0.086) (0.077) (0.082) (0.078)
Time FE Yes Yes Yes Yes
Panel FE Yes Yes Yes Yes
Subsample Loc. Loc. Loc. Loc. Roam. Roam. All All
Within R2 0.233 0.017 0.660 0.025 0.241 0.046 0.806 0.047
Observations 564 564 564 564 2,980 3,688 3,688 3,688
R2 0.233 0.992 0.660 0.990 0.241 0.966 0.806 0.966

Notes: Robust standard errors in parentheses are clustered at the province and country-group level.∗∗∗,
∗∗, ∗ indicate significance at 1%, 5%, and 10%.
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Appendix 5.B Predicting smartphone use per subscriber
pre-2016
We obtain roaming usage data from the EU Body of European Regulators for Elec-
tronic Communications (BEREC). Their reports include the time series “EEA average
consumption per month per total number of roaming subscribers (in GB)” from the
second quarter of 2016 onwards. Therefore, in order to get a better picture of the long
term changes in roaming data usage, we use data on the total “EEA Retail data traffic
(millions of GB)” (available as of 2007) and predict the number of subscribers in ear-
lier periods using a simple model. The advantage of this approach is that the number
of subscribers appears to follow a rather simple dynamic process and means that we
only need to predict the denominator. We can then also compare the growth in our
metric to the total growth in mobile data use which gives us more confidence that the
predictions are as close as possible to actual figures.

We observe quarterly data on the number of roaming subscribers from the second
quarter of 2016 until the first quarter of 2019. The top panel in Figure 5.B.1 indicates
that the number of subscribers appears to follow a somewhat log-linear growth trend
with a strong seasonal pattern which is likely related to summer tourism. We there-
fore estimate the number of subscribers using the following regression equation:

log(St) = γTrendt + φq(t) + �t, (5.B.1)

where log(St) is the natural logarithm of the number of subscribers, Trendt is a linear
time trend capturing the growth over time, and φq(t) are quarter dummies that cap-
ture seasonal variations. The resulting model has an R2 = 0.92, which suggests that
it captures the vast share of roaming subscriber dynamics. This is further confirmed
by the bottom panel of Figure 5.B.1 which compares the actual and predicted number
of subscribers and the resulting calculation of data roaming per subscriber. Finally,
Figure 5.B.2 compares the difference between growth in roaming data per subscriber
and the total roaming data use. While the trends are almost identical, it indicates a
larger growth in total data use which is likely a result of capturing overall trends in
growth in subscribers (which is relatively constant) and may also be a result of the
RLAH policy that causes the number of people actively using roaming while trav-
elling to increase. Overall, it suggests that the predicted change in data usage is a
conservative estimate of the effect of the policy.
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Figure 5.B.1: Predicting number of EU roaming subscribers and data consumption
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Appendix 5.C Robustness checks and sensitivity
analyses

Table 5.C.1: Results correcting for sources of measurement error

log(# Vehicles in Accidents)

No trucks SV No border prov. No border countr. No BG/PL/RO
(1) (2) (3) (4) (5)

Treatment effect 0.086∗∗ 0.096∗∗∗ 0.072∗ 0.134∗∗∗ 0.077∗∗

(0.034) (0.033) (0.037) (0.030) (0.034)
log(Hotel roam.) 0.297∗∗∗ 0.147∗∗ 0.424∗∗∗ 0.132∗∗∗ 0.335∗∗∗

(0.093) (0.056) (0.121) (0.037) (0.084)
log(Hotel loc.) -0.117∗ -0.167∗∗∗ 0.087 -0.038 -0.071

(0.061) (0.054) (0.082) (0.072) (0.064)
Weather controls Yes Yes Yes Yes Yes
Time FE Yes Yes Yes Yes Yes
Panel FE Yes Yes Yes Yes Yes
Clusters 72 72 30 48 60
Local vehicles 535k 136k 356k 686k 686k
Roaming vehicles 22k 6k 12k 15k 26k
Observations 3,303 2,658 1,523 2,458 3,026
R2 0.966 0.962 0.968 0.977 0.972

Notes:Robust standard errors in parentheses are clustered at the province and country-group level.∗∗∗,
∗∗, ∗ indicate significance at 1%, 5%, and 10%.
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Table 5.C.2: Results using only one year pre/post (1–2), and data aggregated to two periods
(3–4).

log(# Vehicles in accidents)

All Single vehicle All Single vehicle
(1) (2) (3) (4)

Treatment effect 0.065∗∗ 0.131∗∗∗ 0.148∗∗ 0.162∗

(0.029) (0.036) (0.070) (0.091)
log(Hotel nights roamers) 0.316∗∗∗ 0.192∗∗∗ 0.114 -0.082

(0.094) (0.064) (0.094) (0.109)
log(Hotel nights locals) 0.036 -0.053 0.148 -0.037

(0.069) (0.078) (0.424) (0.409)
Weather controls Yes Yes Yes Yes
Time FE Yes Yes Yes Yes
Panel FE Yes Yes Yes Yes
Clusters 72 72 72 72
Local vehicles 319k 59k 23k 4k
Roaming vehicles 18k 3k 1k 0k
Observations 1,593 1,162 144 143
R2 0.969 0.962 0.999 0.998

Notes: Robust standard errors in parentheses are clustered at the province and country-group level.
Columns (1–2) are obtained using data from June 2016 until July 2018. Columns (3–4) are obtained
after aggregating the data into two periods, one before the policy and one after. For interpretation
purposes, after aggregation, variables are then rescaled to their initial units (e.g. monthly averages).∗∗∗,
∗∗, ∗ indicate significance at 1%, 5%, and 10%.
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Table 5.C.3: Regression results using weighted least squares.

log(# Vehicles in Accidents)

(1) (2) (3) (4)
Treatment effect 0.111∗∗∗ 0.128∗∗∗ 0.110∗∗∗ 0.101∗∗∗

(0.030) (0.033) (0.028) (0.037)
log(Hotel nights roamers) 0.196∗∗∗ 0.185∗∗∗ 0.255∗∗∗ 0.256∗∗∗

(0.061) (0.057) (0.059) (0.092)
log(Hotel nights locals) -0.212∗∗∗ -0.173∗ -0.083 -0.221∗

(0.078) (0.094) (0.066) (0.118)
Weather controls Yes Yes Yes Yes
Time FE Yes Yes Yes Yes
Panel FE Yes Yes Yes Yes
Weights Total veh. Roaming veh. Avg traf. intens. Avg hotel nights
Clusters 72 72 72 72
Local vehicles 686k 686k 686k 686k
Roaming vehicles 35k 35k 35k 35k
Observations 3,688 3,688 3,688 3,688
R2 0.970 0.969 0.966 0.968

Notes: Estimated using weighted least squares, with pre-policy total number of (roaming) vehicles
as weights. Robust standard errors in parentheses are clustered at the province and country-group
level.∗∗∗, ∗∗, ∗ indicate significance at 1%, 5%, and 10%.
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Table 5.C.4: Estimation results using Poisson regression.
# Vehicles in Accidents

(1) (2) (3) (4) (5)
Treatment effect 0.186∗∗∗ 0.186∗∗∗ 0.187∗∗∗ 0.0381 0.0899∗∗∗

(0.0234) (0.0210) (0.0223) (0.0262) (0.0298)
Roamer × trend 0.00520∗∗∗

(0.000921)
log(Hotel nights roamers) 0.335∗∗∗

(0.0709)
log(Hotel nights locals) -0.000314

(0.0689)
Temperature 0.0366 -0.00100 -0.00101 -0.00108

(0.0264) (0.000852) (0.000851) (0.000850)
Rain 0.198∗∗ 0.0134∗∗∗ 0.0132∗∗∗ 0.0139∗∗∗

(0.0788) (0.00447) (0.00443) (0.00452)
# Frost days 0.0571 -0.000380 -0.000526 -0.000896

(0.0631) (0.00301) (0.00297) (0.00352)
Time FE No Yes Yes Yes Yes
Panel FE No No Yes Yes Yes
Clusters 72 72 72 72 72
Local vehicles 686 686 686 686 686
Roaming vehicles 35 35 35 35 35
Observations 4,248 4,248 4,248 4,248 4,248

Notes: Robust standard errors in parentheses are clustered at the province and country-group level.∗∗∗,
∗∗, ∗ indicate significance at 1%, 5%, and 10%.
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Table 5.C.5: Estimation results for subsamples with different age groups.

log(# Vehicles in Accidents)

All Age ≤ 30 30 <Age< 50 Age≥ 50 Age≥ 65 Age unknown
(1) (2) (3) (4) (5) (6)

Treatment effect 0.094∗∗∗ 0.039 0.099∗∗ 0.058 0.055 0.193∗∗

(0.031) (0.038) (0.039) (0.035) (0.051) (0.087)
log(Hotel nights roamers) 0.298∗∗∗ 0.201∗∗∗ 0.200∗∗∗ 0.204∗∗∗ 0.027 0.181∗∗

(0.076) (0.039) (0.050) (0.064) (0.049) (0.072)
log(Hotel nights locals) -0.089 0.058 -0.046 0.016 0.063 -0.238

(0.063) (0.070) (0.080) (0.069) (0.096) (0.166)
Weather controls Yes Yes Yes Yes Yes Yes
Time FE Yes Yes Yes Yes Yes Yes
Panel FE Yes Yes Yes Yes Yes Yes
Clusters 72 72 72 72 62 72
Local vehicles 686k 189k 221k 172k 59k 104k
Roaming vehicles 35k 7k 12k 6k 1k 9k
Observations 3,688 2,638 3,072 2,572 1,422 2,822
R2 0.967 0.959 0.954 0.959 0.970 0.924

Notes: Robust standard errors in parentheses are clustered at the province and country-group level.∗∗∗,
∗∗, ∗ indicate significance at 1%, 5%, and 10%.
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6
Summary and conclusions

This thesis focusses on economic policies that influence mobility behaviour of road
users, specifically on tradable mobility permits, that intentionally affect road users’
behaviour, and a change in smartphone usage fees, that does so unintentionally.

Chapter 2 presents and empirically tests a complete design of a market for tradable
permits, both in terms of the conceptual set-up of the market as well as its technical
implementation. The empirical functioning of the market design has been demon-
strated with a lab-in-the-field experiment, with virtual parking behaviour and real
financial incentives. The results of the empirical implementation suggest that the de-
sign functions as intended. Furthermore, participants show a high degree of rational-
ity in terms of their use of the parking permits. The trading data also indicate some
rationality in terms of trading, e.g. participants postponing to sell when the price is
increasing. Survey responses among participants support the notion that most partic-
ipants indeed understood when to use the permits, and that only few did not know
when it was best to buy or sell a permit.

The chapter contributes to the literature by being the first to present, empirically test,
and evaluate a design for tradable permits that can be directly implemented in the
field. It can be seen as a first empirical confirmation that tradable permits can indeed
be a viable policy in transportation settings, as suggested by modelling work in the
existing literature. As policy makers may be interested in feasible alternatives to road
pricing, the results that participants understand the concept of tradable permits and
how to use them are promising.

Chapter 3 tests the design from Chapter 2 with an experiment with real behaviour
among students. It presents and analyses data from an experiment with tradable
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permits to manage scheduling decisions during morning rush-hour, specifically the
scheduling decision among students of having breakfast at the campus canteen, at
Beijing Jiaotong University in China. The two-week field experiment is used to inves-
tigate the effectiveness of the tradable permit scheme in terms of reducing rush-hour
breakfasts. The results show that the tradable permit scheme significantly reduces
rush-hour breakfasts, a reduction of approximately 20%.

The chapter provides a relevant contribution to the academic literature by being
the first to present evidence from a field experiment with tradable permits and real
scheduling behaviour. It builds on the work presented in Chapter 2, and provides
an additional test of the market design, in a setting in which preferences on when
to use the permits are not controlled. Students are of course likely to behave differ-
ently than road users, and queuing in the canteen is not the same as queuing on the
road, which means that the results of this chapter will not necessarily carry over to
the road. However, even though the participants in the experiment are a relatively
small group of students, and the behavioural response and attitudes of regular car
commuters is likely to be quite different, the results on the effectiveness of permits do
provide ground for further experimentation.

Chapter 4 provides evidence on tradable mobility permits in the context of park-
ing behaviour. The parking behaviour from an 8-week experiment has been com-
bined with permit trading behaviour, and survey responses of participants and non-
participating employees of ANWB, the main travellers association in the Nether-
lands. The chapter analyses the choice to participate in a voluntary experiment, and
finds no clear indications of self selection among employees in terms of socio demo-
graphic characteristics. Results from the analyses of the response to the incentive
suggest that active participants do adjust their behaviour as intended. The response
is, however, only significant at a 10% significance level. This is likely the case due to
the small number of participants, but could also be due to participants not respond-
ing substantially to the policy. A considerable group of inactive participants does not
change their behaviour and in that way push up the permit price. Participation is
found to takes less time than most people have anticipated, and tradable permits are
generally viewed as a fairer and better functioning alternative to paid parking. These
insights can be used during recruitment of participants for future experiments.

Chapter 4 builds on Chapter 2 and Chapter 3. It further substantiates the idea that
tradable permits could be employed as a viable policy in mobility settings, and that
larger scale experiments are warranted. The findings furthermore indicate that, for
future experiments with tradable permits, it is important to stimulate active partici-
pation within the tradable permit scheme, as having a substantial group of inactive
participants may affect both the efficiency as well as the overall effectiveness of the
scheme. Future research into methods to further stimulate active participation (such
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as via notifications or surcharges on automatic transactions) may therefore be fruitful.
And, very practically, a strong emphasis on a guaranteed positive monetary reward
from participation may indeed induce passive participation.

Chapter 5 investigates the effect of smartphone distractions on road safety. It specif-
ically exploits the reduction in usage fees resulting from the EU roaming regula-
tions in 2017, which abolished all roaming surcharges for EU residents, to estimate
a difference-in-differences model on Dutch accident data. Non-Dutch drivers from
the EU are considered to be treated, while Dutch drivers serve as control group.
The growth rate of particularly data usage increased substantially after the change
in roaming regulations, making roaming phone use more in line with usage in home
countries. Results from the estimated difference-in-differences models suggest that
approximately 10% of accidents can be explained by smartphone usage. The pre-
ferred estimate implies a crash risk odds ratio of 3.8, which means that being dis-
tracted by your smartphone increases the likelihood of being involved in an accident
almost fourfold.

The chapter provides an important contribution to the literature by providing a causal
estimate of the effect of phone distractions on road safety, using a novel approach
and recent field data that includes modern distractions from smartphones. The used
approach is directly applicable to all other countries in the EU, which makes it par-
ticularly suitable for replication studies. The results are very relevant for policy mak-
ers, as the robust causal estimate of the risk of smartphone distractions provides a
strong rationale for stricter enforcement of existing laws on phone use while driving.
The chapter illustrates that a policy that does not seem to be related to road safety
at all, namely abolishing roaming surcharges, can have serious unintended conse-
quences.

Overall, this thesis demonstrates and confirms that economic policies can, both inten-
tionally as well as unintentionally, affect mobility behaviour to a substantial extent.
With respect to intentionally affecting behaviour, it specifically focusses on tradable
mobility permits, as an alternative to congestion charges that usually lack sufficient
public support. Although attention in the literature for tradable permits, as a promis-
ing viable policy to reduce congestion, has been increasing, few empirical tests of
the concept have been previously presented. This thesis presents initial evidence
that tradable permits do not only function well in theory, but also do so in practice.
Survey responses, trading data and data on permit usage from the three conducted
experiments indicate that most users understand how to use and trade the tradable
permits.

As the number of participants in each of the experiments was relatively small, and
the specific presented applications of tradable permits differ from applying permits
to rush hour on the road, an important next step for future research is to conduct a
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large scale experiment with the latter application. Furthermore, a system of tradable
permits could also be used for other purposes, as the presented results suggest that
such a system is generally well understood by participants. In times of Covid-19,
it could for example be used as a measure to ensure an efficient allocation of scarce
space in public transport.

The results from the conducted surveys on attitudes towards tradable permits dif-
fer from those discussed in Krabbenborg et al. (2020) and Krabbenborg et al. (2021),
which present evidence on attitudes from focus groups with Dutch citizens, and from
a stated choice experiment respectively. The attitudes of participants in the experi-
ments in this thesis are generally more positive towards tradable permits. A possible
explanation for this is that attitudes can substantially differ depending on whether
someone has been exposed to a tradable permit system or not. A possible direction
for future research is to further investigate these attitudes and what affects them.

With respect to unintentional effects of policy measures on mobility behaviour, this
thesis shows that policies in seemingly unrelated domains can substantially affect
such behaviour, and, in the case of reducing phone use fees, can result in a substantial
increase in the number of vehicles involved in accidents.

In conclusion, this thesis has empirically demonstrated that one specific economic
policy, namely a tradable permit system, is sufficiently promising as a solution to
transport externalities to warrant further, larger scale experiments and applications.
It also has shown that new policies, in other domains than transportation, can have
unintended and important consequences on mobility behaviour that need to be con-
sidered and addressed.
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Samenvatting

Dit proefschrift richt zich op economisch beleid dat mobiliteitsgedrag van wegge-
bruikers beïnvloedt. Daarbij ligt de focus op verhandelbare mobiliteitsrechten, die het
gedrag van weggebruikers opzettelijk beïnvloeden, en een verandering in de kosten
voor smartphonegebruik, die dat onopzettelijk doet.

Hoofdstuk 2 bespreekt een lab-in-the-field experiment waarin virtueel parkeerge-
drag en financiële prikkels worden geanalyseerd. Naast het ontwerp van een markt
voor verhandelbare rechten, worden de resultaten ook empirisch getoetst. De re-
sultaten laten zien dat de markt functioneert zoals bedoeld en dat deelnemers een
hoge mate van rationaliteit vertonen in het gebruik van de parkeerrechten. De han-
delsdata wijzen ook op een zekere mate van rationaliteit bij de handel in rechten.
Deelnemers stellen bijvoorbeeld de verkoop uit wanneer de prijs aan het stijgen is.
De resultaten van de enquête onder deelnemers ondersteunen het idee dat de meeste
deelnemers inderdaad begrepen wanneer zij de rechten het beste konden gebruiken,
en dat slechts weinigen niet wisten wanneer zij het beste een recht konden kopen of
verkopen.

Dit hoofdstuk draagt bij aan de literatuur door als eerste een ontwerp van een
markt voor verhandelbare mobiliteitsrechten te presenteren en empirisch te
toetsen. Het is daarmee een eerste empirische indicatie dat verhandelbare rechten
succelvol transportbeleid zouden kunnen vormen, zoals gesuggereerd door
eerdere simulatiestudies. Aangezien beleidsmakers geïnteresseerd zijn in haalbare
alternatieven voor rekeningrijden, is een belangrijk inzicht van dit hoofdstuk dat
deelnemers het concept van verhandelbare rechten begrijpen en weten hoe ze die
kunnen gebruiken.

Hoofdstuk ?? test het marktontwerp uit hoofdstuk refch:litf onder studenten van
de Beijing Jiaotong University in China. In het experiment is een systeem met ver-
handelbare rechten opgezet waarbij studenten hun recht om al dan niet te ontbijten
in de campuskantine, konden verhandelen. Het twee weken durende experiment
is gebruikt om te analyseren of een systeem van verhandelbare rechten het aantal
maaltijden tijdens de ochtenddrukte kan terugdringen. De resultaten tonen aan dat
het systeem inderdaad het aantal ontbijtmomenten in de spits aanzienlijk vermindert,
met ongeveer 20%.

Het hoofdstuk bouwt voort op hoofdstuk 2 en biedt een extra test van de mark-
topzet, in een context waarin de voorkeuren voor het gebruik van de rechten niet
zijn opgelegd. Studenten zullen zich uiteraard anders gedragen dan weggebruikers,
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en in de kantine in de rij staan is niet hetzelfde als op de weg rijden. De resultaten van
dit hoofdstuk zijn daardoor niet direct te vertalen naar weggebruikers. Desondanks
bieden de resultaten over de doeltreffendheid van rechten als beleid wel perspectief
voor verdere experimenten.

Hoofdstuk 4 gaat over verhandelbare mobiliteitsrechten in de context van parkeerge-
drag. Het parkeergedrag uit een acht weken durend experiment is gecombineerd
met het handelsgedrag van respondenten en een enquête onder deelnemende en
niet-deelnemende werknemers van de ANWB. Het hoofdstuk analyseert eerst de
keuze om deel te nemen aan het experiment, en vindt geen duidelijke aanwijzin-
gen voor zelfselectie onder werknemers in termen van sociaal-demografische ken-
merken. Voor de actieve deelnemers suggereren de resultaten dat ze inderdaad hun
gedrag aanpassen zoals beoogd, maar dat effect is slechts significant bij een signifi-
cantieniveau van 10%. Dit is waarschijnlijk te wijten aan het kleine aantal deelnemers,
maar kan ook te wijten zijn aan het feit dat deelnemers niet substantieel op het beleid
reageren. Een aanzienlijke groep inactieve deelnemers verandert zijn gedrag niet en
drijft op die manier de prijs van rechten op. Deelname blijkt minder tijd te kosten
dan de meeste deelnemers hadden verwacht, en verhandelbare rechten worden over
het algemeen gezien als een eerlijker en beter functionerend alternatief voor betaald
parkeren. Deze inzichten kunnen worden gebruikt bij de werving van deelnemers
voor toekomstige experimenten.

Hoofdstuk 4 bouwt voort op hoofdstuk 2 en hoofdstuk 3. Het laat zien dat beleid
met verhandelbare rechten haalbaar is in een mobiliteitscontext. De bevindingen
geven verder aan dat, voor toekomstige experimenten met verhandelbare rechten,
het belangrijk is om actieve deelname binnen het systeem van verhandelbare rechten
te stimuleren, aangezien het hebben van een aanzienlijke groep inactieve deelnemers
zowel de efficiëntie als de algehele effectiviteit van het systeem kan beïnvloeden.

Hoofdstuk 5 onderzoekt het effect van afleiding door smartphonegebruik op de
verkeersveiligheid. Het maakt gebruik van de verlaging van de gebruikskosten als
gevolg van de EU-roamingregelgeving uit 2017, waarbij alle roamingtoeslagen voor
EU-burgers werden afgeschaft. Die maatregel maakt het mogelijk om een difference-
in-differences model te schatten op Nederlandse ongevallendata. Niet-Nederlandse
bestuurders uit de EU worden als interventiegroep beschouwd, terwijl Nederlandse
bestuurders als controlegroep dienen.

Het groeipercentage van met name het mobiel datagebruik is aanzienlijk gestegen na
de wijziging van de roamingvoorschriften, waardoor het gebruik van dataroaming
intussen meer in overeenstemming is met datagebruik in eigen land. De resultaten
van de geschatte difference-in-differences modellen suggereren dat ongeveer 10 %
van de ongevallen kan worden verklaard door smartphonegebruik. De resultaten im-
pliceren een ongevalsrisico odds ratio van 3.8, wat betekent dat smartphone-afleiding
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de kans om bij een ongeval betrokken te raken bijna verviervoudigt.

Dit hoofdstuk levert een belangrijke bijdrage aan de literatuur door een schatting
te geven van het causale effect van afleiding door smartphones op de verkeersvei-
ligheid, gebruikmakend van een nieuwe aanpak en recente data waarin moderne
afleiding door smartphones is opgenomen. De gebruikte methode is direct toepas-
baar op alle andere landen in de EU, wat deze bijzonder geschikt maakt voor repli-
catiestudies. De resultaten zijn relevant voor beleidsmakers, aangezien de robuuste
causale schatting van het risico van smartphone-afleiding een sterke onderbouwing
biedt voor strengere handhaving van bestaande wetten op telefoongebruik tijdens het
rijden. Het hoofdstuk laat zien dat beleid dat geen verband lijkt te hebben met ver-
keersveiligheid, namelijk het afschaffen van roaming-toeslagen, ernstige onbedoelde
gevolgen kan hebben.

In het algemeen laat dit proefschrift zien dat economisch beleid, zowel opzettelijk
als onopzettelijk, het mobiliteitsgedrag aanzienlijk kan beïnvloeden. Met betrekking
tot het opzettelijk beïnvloeden van gedrag, richt het zich specifiek op verhandelbare
mobiliteitsrechten. Hoewel de aandacht in de literatuur voor verhandelbare rechten
als instrument om files te verminderen is toegenomen, zijn er nog maar weinig em-
pirische studies van het concept gepubliceerd. Deze dissertatie laat zien dat verhan-
delbare mobiliteitsrechten niet alleen in theorie werken, maar dat ook in de praktijk
kunnen doen.

Aangezien het aantal deelnemers aan elk van de experimenten relatief klein was,
en de specifieke gepresenteerde toepassingen van verhandelbare rechten verschillen
van het toepassen van rechten in de spits op de weg, is een belangrijke volgende stap
voor toekomstig onderzoek het uitvoeren van een grootschalig experiment. Een sys-
teem van verhandelbare rechten kan ook voor andere doeleinden worden gebruikt,
aangezien de gepresenteerde resultaten suggereren dat een dergelijk systeem over het
algemeen goed wordt begrepen door de deelnemers. In tijden van Covid-19 zou het
bijvoorbeeld kunnen worden gebruikt als maatregel om te zorgen voor een efficiënte
toewijzing van schaarse ruimte.

Met betrekking tot onbedoelde effecten van beleidsmaatregelen op mobiliteitsgedrag
laat dit proefschrift zien dat beleid op schijnbaar ongerelateerde terreinen dergelijk
gedrag substantieel kan beïnvloeden, en in het geval van het verlagen van de tarieven
voor telefoongebruik kan resulteren in een substantiële toename van het aantal voer-
tuigen dat betrokken is bij ongevallen.

Concluderend heeft deze dissertatie empirisch aangetoond dat een specifiek
economisch beleid, namelijk een systeem van verhandelbare rechten, veelbelovend
genoeg is als oplossing voor externe effecten van vervoer om verdere, grootschaligere
experimenten en toepassingen te rechtvaardigen. Ook is gebleken dat nieuw beleid
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op andere terreinen dan vervoer onbedoelde en belangrijke gevolgen kan hebben
voor mobiliteitsgedrag.
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